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Preface

The birth of a standard is an amazing event, highlighting the ability
of individuals from vastly different and often competing companies
to come together to design an interface for a domain such as data
mining. For JSR-73, we drew on experts from data mining tool and
application vendors, as well as users of data mining technology. Data
mining, as a field, is remarkably diverse in scope, encompassing
capabilities from a broad range of disciplines: artificial intelligence,
machine learning, statistics, data analysis, and visualization. Producing
a standard in such a space is a challenging and fascinating adventure.

Within a year or so of embarking on the JDM 1.0 standard, various
expert group members suggested that we’d have to write a book
about Java Data Mining (JDM) someday. And indeed, here we are.
Our main motivation for writing this book is to introduce data min-
ing to a much broader audience, one that may have never used or
encountered data mining before. As such, we focus less on the techni-
cal and scholarly details of data mining than on its practical under-
standing and application. We have tried to include a reasonably
broad set of references for individuals who want to dive down to the
next level of detail. However, we have strived to make data mining
concepts, process, and use through JDM more accessible to Java devel-
opers, who usually do not encounter data mining, and the colleagues
they will work with to develop advanced analytic applications.

Xvii
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Preface

Advanced analytic applications —those augmented with advanced
and predictive analytics such as data mining — provide greater business
intelligence, yielding insight into business problems and guidance for
improved decision making. Such applications are becoming most valu-
able to businesses, and hence can increase revenue and profits —both
for the vendors who sell them and for the businesses that use them.

Readers of this book will find a somewhat unconventional
approach to data mining. Other books on data mining provide much
detail on algorithms and techniques. Although this information is
important to those studying machine learning or wanting to become a
data analyst, other potential users of data mining are left wondering
how these algorithms or techniques will be applied to solve problems.
As vendors of data mining technology strive to make data mining
more accessible to a broader range of users, such as business analysts,
information technology (IT) specialists, and database administrators
(DBAs), it is no longer the details that users require, but the big pic-
ture. Users ask, “How can I use this powerful technology to provide
value within my business?” In this book, we strive to approach this
and other questions from several perspectives: the software devel-
oper, the software and systems architect, and the business and data
analyst. We explore these perspectives in the following section,
“Guide to Readers.”

In this book, we provide insight into three key aspects of the Java
Data Mining standard. The first aspect, covered in Part I, focuses on
strategies for solving data mining-related business and scientific
problems, and on the strategy the JDM Expert Group pursued in the
design of the JDM standard. After an introduction to the data min-
ing field, we discuss solving problems in various industries using
data mining technology.

Although every industry has unique problems to solve, requiring
custom and innovative solutions, each industry also shares many
problems that can benefit from cross-industry solutions. For exam-
ple, industries such as retail, financial services, and healthcare, as
well as the public sector, all have customers. The cross-industry
solution spaces include customer acquisition, customer retention,
customer lifetime value, and targeted marketing.

Because data mining solutions typically do not take form or produce
value in a vacuum, we then discuss the overall process, based on the
industry standard data mining process CRISP-DM. Because users of
data mining technology need to be minimally conversant in the
terminology and concepts to problem solve with their colleagues,



Preface  xix

we introduce the mining functions and algorithms defined in JDM.
With this foundation, we explore the JDM strategy, answering ques-
tions such as: What drove the design of JDM? What is the role of
standards? Lastly, before embarking on details of the Java Data
Mining standard, we provide a “getting started” code example that
follows the CRISP-DM process.

The second aspect, covered in Part II, focuses on the standard
itself. This part introduces various concepts defined by or assimilated
into the standard using examples based on business problems. After
this, we explore the design of the JDM API and more detailed code
examples to give readers a better understanding of how to use JDM to
build applications and solve problems. Although JDM is foremost
dedicated to being a standard Java language API, Java Data Mining
also defines an XML schema representation for JDM objects, as well
as a web services interface to enable the use of JDM functionality in a
Services Oriented Architecture (SOA) environment. Part II also dis-
cusses these with specific examples of their use.

The third aspect, covered in Part III, focuses on using JDM in
practice, building applications and tools that use the Java Data Mining
APL We begin this part with several business scenarios (e.g., targeted
marketing, key factor analysis, and customer segmentation). Because
JDM is designed to be used by both application designers and data
mining tool designers, we introduce code for building a simple tool
graphical user interface (GUI), which manipulates JDM-persistent
objects as well as enables the building and testing of a model. Having
introduced web services in Part II, we give an example of a web ser-
vices based application. Since data mining can impact the Information
Technology (IT) infrastructure of most companies, we explore the
impact of data mining along several dimensions, including hardware,
software, data access, performance, and administration tools. Since
the practice of using data mining often involves the use of commercial
implementations, we introduce two such JDM implementations,
from Oracle and KXEN. We also provide some guidelines or insights
for implementers new to JDM.

Wrapping up in Part IV, we explore the evolution of data mining
standards, which puts JDM in the broader context of other data min-
ing standards. We also contrast the approaches taken by various data
mining standards bodies. Since we note that no standard is ever com-
plete, and JDM 1.1 itself covers only a subset of the possible data
mining functions and algorithms, we highlight directions for JDM 2.0.
We introduce features under consideration such as transformations,
time series, and apply for association models, among others.
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Guide to Readers

Data mining is becoming a mainstream technology used in business
intelligence applications supporting industries such as financial
services, retail, healthcare, telecommunications, and higher educa-
tion, and lines of business such as marketing, manufacturing, cus-
tomer experiences, customer service, and sales. Many of the business
problems that data mining can solve cut across industries such as
customer retention and acquisition, cross-sell, and response model-
ing. Due to the cost, skillsets, and complexity required to bring data
mining results into an established business process, early adopters
were typically big companies and research labs with correspondingly
large budgets and access to statisticians and machine learning
experts. In recent years, however, data mining products have simpli-
fied data mining considerably by automating the process—making
the fruits of the technology more widely accessible. New algorithms
and heuristics have evolved to provide good results with little or no
experimentation or data preparation. In addition, the availability of
data mining has increased with in-database data mining capabilities.

Java Data Mining (JDM) furthers the adoption of data mining by
providing a standard Java and web services Application Program-
ming Interface (API) for data mining. This book introduces data mining
to software developers and application architects who may have
heard of the benefits of data mining but are unsure how to realize
these benefits. This book is also targeted at business and data analysts
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who want to learn how JDM helps in developing vendor-neutral
data mining solutions. It does not require a reader to be familiar with
data mining, statistics, or machine learning technologies.

We have organized this book into three main parts: strategy, stan-
dard, and practice. In Part I, JDM Strategy, we introduce data mining
in general, uses of data mining in solving industry problems, data
mining processes and techniques, the role of data mining standards,
and a high-level introduction to the JDM Application Programming
Interface (API). Most of this part doesn’t require the reader to know
the Java language.

In Part II, JDM Standard, we explain the concepts used in JDM by
example, explore the JDM API design and its usage, and introduce
the Java Data Mining XML schema and web services. This part
requires readers to know the Java language, XML, and XML schema.
It gives a brief introduction to web services in Chapter 11 before dis-
cussing the JDM web services.

In Part III, JDM Practice, we illustrate practical problem solving
using the JDM APIL. We begin by developing a sample data mining
tool using JDM and a sample data mining web service using JDM.
We then introduce two JDM vendor implementations, exploring their
functionality, architecture, and design tradeoffs before giving some
guidance to others interested in implementing a JDM-compliant
system.

In Part IV, Wrapping Up, we discuss the evolution of data mining
standards, where they have been and where they might go. We give a
preview of some of the features proposed for JDM 2.0.

For the Software Developer

" For software developers, and in particular Java and
web services developers, this book introduces data
mining and how to use JDM to develop data mining
solutions. Part I introduces data mining and various
" types of business problems that can be solved using
data mining, illustrates a standard process used to conduct a data
mining project, describes data mining techniques used to solve busi-
ness problems, explains the JDM standard strategy and why the JDM
standard is necessary, and provides an overview of the JDM APIL
Even though software developers are not typically involved in the
initial solving of a data mining problem, it is important to know
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about concepts to understand the JDM API and how to develop data
mining solutions.

Part II will familiarize developers with JDM concepts and the API.
Readers of this part are required to know the Java language, Object
Oriented Programming, the Unified Modeling Language and XML to
understand the Java examples, API design concepts, JDM XML
schema, and web services. This part introduces JDM concepts using
examples, describes the design and usage of the Java API, and illus-
trates the Java Data Mining XML schema and web services interfaces.

Part III describes the use of the JDM API in practice with sample
applications and detailed code examples both for the Java and web
services API. It also provides JDM vendor implementation details
and explains the process for other data mining vendors in adopting
the JDM standard.

After reading this book, we expect the data mining knowledge
gap between developers and data analysts will be greatly reduced to
help them communicate more effectively when developing a data
mining solution.

For the Software Architect

Data mining is often integrated with existing soft-
ware applications and business processes. Under-
standing of data mining processes provides greater
/| insight for architects to enable this technology in
existing or new applications. For example, an archi-
tect needs to understand how data mining works to add intelligent
customer offers using data mining to an existing call center application.

For architects who want to be hands-on with the JDM API (e.g., to
develop prototypes), all parts of this book are useful. Part I and
Part III are particularly useful for architects. Part I introduces data
mining in general and provides examples of how it is currently being
applied to solve business problems. Most important, it introduces the
data mining process and the role of the information technology
department in implementing a data mining project.

Part II will be useful to understand the API-level concepts for the
architects who want to be hands-on with the API, to develop proto-
types, or to mentor the developers about the use of the APL

In Part I1I, we provide deeper insight into how JDM can be used
in practice. Chapter 16, which discusses vendor implementations, is
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particularly useful for data mining software architects who are
interested in developing JDM compatible API’s and extensions.

After reading this book, architects should be comfortable in inte-
grating JDM-based data mining solutions with their applications and
be able to develop a strategy to operationalize data mining results
with their existing applications.

For the Business/Data Analyst

For business and data analysts who want to extract
actionable information from corporate data, this book
provides an introduction to data mining and how it is
used to solve various business problems across indus-
tries. In Part I, the data mining usage scenarios and
process of implementing a data mining project will be
particularly useful for the analyst unfamiliar with data
mining. Chapter 5, JDM Strategy, enables analysts to understand
why the JDM standard is important in implementing a data mining
solution. Typically, analysts are not involved in the software implemen-
tation of the solution, yet Part Il may be useful for understanding the
data mining concepts used by JDM to facilitate communication with
developers and data mining experts, and for using tools based on JDM.

For an analyst who is already familiar with data mining and who
has expertise in data mining and statistics, this book gives details of
Java Data Mining and its usage in developing data mining solutions.
Data mining tools can often generate JDM-compatible code to easily
deploy a solution to a JDM-compatible Data Mining Engine (DME).

After reading this book, an analyst previously unfamiliar with
data mining should be able to better understand how data mining
can help in solving business problems. A data mining expert analyst
will be able to understand the supported data mining features in
JDM and be able to communicate easily with the software architects/
developers to implement a data mining solution.
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Strategy

In this part, we frame data mining as a strategy for solving complex
business problems and discuss the role of standards that support
such a strategy. It addresses the needs of both the business analyst
and the architect.
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Overview of Data Mining

The most incomprehensible thing about the world
is that it is at all comprehensible.

—Albert Einstein

Imagine one’s surprise at discovering which genes determine
susceptibility to a certain type of cancer by running an algorithm on
data consisting of 5,000 genes from each of a hundred patients.
Imagine one’s surprise at being able to predict with high accuracy
which customers will purchase a specific product. Einstein’s com-
ment on comprehensibility fits well with the world of data mining.
What is so amazing is that by amassing data from the real world on
just about anything, patterns can be determined that provide
insights into the world the data represents, making the world more
comprehensible. Using data mining to gain insight into seemingly
random data points is an increasingly common strategy among
business analysts, scientists, and researchers.

Although the complexity of some data mining algorithms is great,
using them has been greatly simplified through automation and
higher level abstractions, such as those found in Java Data Mining 1.1
(JSR-73) [JSR-73 2004]. Java Data Mining (JDM) provides a standard
application programming interface (API) and design framework to
provide developers, application architects, data analysts, and business
analysts greater access to data mining technology.
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Chapter 1

Overview of Data Mining

This chapter discusses why data mining is relevant today, both to
consumers of data mining results and users of the technology. It then
introduces and explores data mining at a high level, contrasting data
mining with other forms of advanced analytics and reviewing the
basic data mining process. Since the mining metaphor is often used,
we digress to contrast the data mining process with the gold mining
process. To be relevant, data mining must provide value. We discuss
the reliability of data mining results and highlight ways in which
data mining adds value to businesses.

1.1 Why Data Mining Is Relevant Today

Today’s business landscape is highly competitive. Product margins
are typically low due to increased competition and commoditization.
Consumers have more information about competing offers and more
channels such as the Web to pursue them. Customer loyalty exists
either as long as the customer experience [Shaw /Ivens 2002] remains
positive or until a better alternative comes along.

Savvy businesses have long taken advantage of advanced analytics
and data mining to give them an edge in the marketplace. Major
retailers know which customers to target with ad campaigns. Manu-
facturers know how to determine which aspects of their manufactur-
ing process are yielding inferior results and why. Financial services
providers, such as banks, know which customers are a high risk for a
loan [Davenport 2006].

Companies that do not leverage data mining in their business
processes are not likely to realize their revenue and profit potential.
Their customers’ experiences may be inferior as they become
fatigued by what appear to be random solicitations or irrelevant
offers. Companies may be missing key insights into ways to deter-
mine why customers are leaving or what customer profile yields the
highest customer lifetime value.

From another angle, various regulatory compliance measures
(e.g., Sarbanes-Oxley [SOX 2006], Basel II [BIS 2004]) require the
keeping of large quantities of historical data. As such, multi-terabyte
data repositories are becoming commonplace. Many companies
make dramatic efforts to collect almost everything about their
businesses, and to ensure that the data are clean. Consequently, cor-
porate executives want to put this costly asset to good use. One such
use is in the area of Business Intelligence (BI), which traditionally
involves extracting information, generating reports, and populating
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dashboards with key performance indicators from these repositories
to assist with business decisions.

More recently, the concept of Bl is being expanded to include data
mining techniques to extract knowledge and generate predictions for
business problems, thereby enabling companies to make better use of
a costly corporate asset, their data. With the advent of fast and inex-
pensive hardware, the ability to mine large volumes of data is not
only possible, but the building of models and the scoring of data can
often be performed in real time. Advances in data mining techniques
and Moore’s Law [Webopedia 2006] help to ensure that businesses
and researchers will be able to keep pace with data repositories dou-
bling at about the same rate as hardware performance.

On the other side of the spectrum are the marketers, financial
analysts, and even call center representatives — generally application
users—who leverage data mining increasingly through intelligent
applications. These users either know nothing about the techniques
of data mining or do not need to know anything about data mining
to reap its benefits. The algorithms and the data mining process are
concealed by business-centric user interfaces, which present the
results of data mining, not its mechanics. For many, this is the only
way to take advantage of the benefits of data mining—through
verticalized solution applications.

Data mining is also relevant today as the technology becomes more
accessible to a broader audience. Traditionally, data mining has been
the realm of statisticians, data analysts, and scientists with Ph.D.’s in
machine learning. These users wrote their own algorithms and graph-
ical tools, leveraged complex commercial graphical user interfaces and
application programming interfaces. Their process for mining data
was often ad hoc, stitching together analytic workflows using Perl
[Perl 2006], AWK, Python, Tcl/ Tk, among others [SoftPanorama 2006].

With modern advances in data mining automation technology
and the introduction of standard interfaces and processes, data
mining is being made accessible to a new class of users: application
architects and designers, and mainstream developers. Although the
role of the data analyst will likely always be in fashion for superior
results, technology is at the point where nonexperts can get good
results. Here, good is defined as results that could be achieved by a
junior statistician and sometimes much better. This empowers archi-
tects, designers, and developers to experiment with mining the data
available to their applications and to enhance those applications with
predictive analysis, presenting new insights to application users.
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Once application owners see the potential of data mining in
these applications unleashed, through the efforts of their application
creators, the application owners may choose to apply more expert
data mining skills to determine whether the quality of the results
can be further enhanced. Oftentimes, even small insights can have a
significant impact on a business or scientific problem.

1.2  Introducing Data Mining

1.21

Data mining is the process of finding patterns and relationships in
data. At its core, data mining consists of developing a model, which is
typically a compact representation of patterns found using historical
data, and applying that model to new data. We apply a model to data
to predict individual behavior (classification and regression), segment
a population (clustering), determine relationships within a population
(association), as well as to identify the characteristics that most
impact a particular outcome (attribute importance). These and other
data mining capabilities are explored in detail in subsequent chapters.

Data Mining grew as a direct consequence of the availability of large repositories of
data. Data collection in digital form was already underway by the 1960s, allowing
for retrospective data analysis via computers. Relational Databases arose in the
1980s along with Structured Query Languages (SQL), allowing for dynamic, on-
demand analysis of dara. The 1990s saw an explosion in growth of data. Data ware-
houses were beginning to be used for storage of data. Data Mining thus arose as a
response to challenges faced by the database community in dealing with massive
amounts of data, application of statistical analysis to data and application of search
techniques from Artificial Intelligence to these problems. [Wikipedia-DM 2006]

Motivations for undertaking data mining include reducing costs,
increasing revenue, making new discoveries, automating laborious
human tasks, identifying fraud, and improving customer or user
experiences. As such, data mining is a competitive strategy for all
industries and ventures.

Data Mining by Other Names

Data mining goes by several aliases, for example, advanced analytics,
predictive analytics, artificial intelligence, and machine learning. Advanced
analytics is commonly thought of as referring to sophisticated statisti-
cal analysis, online analytical processing (OLAP), and data mining. In
the next section, we elaborate on the difference between OLAP and
data mining,.
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Predictive analytics focuses more on the data mining elements of
predicting outcomes or making assignments [SearchCRM 2006], but
it has also come to mean a more automated data mining process
[Oracle-PA 2006]. Such automated data mining processes relieve the
data miner! of data preparation or model quality checks, allowing
the focus to be mainly on desired results (e.g., making predictions or
ranking attributes by relative importance).

Artificial Intelligence (AI) is described as “the science and
engineering of making intelligent machines, especially intelligent
computer programs. It is related to the similar task of using computers
to understand human intelligence, but Al does not have to confine
itself to methods that are biologically observable” [McCarthy 2004].
Al is very broad and dates back to at least the 1950s. As such, there
are several branches of artificial intelligence: logical Al, search, pat-
tern recognition, representation, interference, common sense knowl-
edge and reasoning, learning from experience, among others.
Aspects of data mining may find their way into each of these, but the
true emphasis is learning from experience. Machine learning [Mitchell
1997] falls into this category, where computer programs examine his-
torical data in an effort to learn or derive patterns from the data that
can be used to solve specific problems.

Data Mining Versus Other Forms of Advanced Analytics

When we talk to customers new to data mining and ask whether
they mine their data, we’ll sometimes hear, “Yes, of course.” But
when we ask how they mine their data or which tools they use, we
hear that they have a very large database that they analyze with
complex queries. To some, this is data mining. The area of query
and reporting addresses relatively simple deductive analysis, that is,
the extraction of detail and summary data based on human-
formulated questions. For example, answering questions such as
“which stores sold portable DVD players in the past quarter” and
“how much did each sell” is common. We draw a distinction that
querying is not data mining in the machine learning sense. Answer-
ing such questions can be accomplished through a straightforward
SQL query, as shown in this code, which is based on the schema of
Figure 1-1.

We will sometimes refer to the user of a data mining tool or the person who
mines data as a “data miner.”
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SELECT store.name, sum (sale_amount) AS sales_sum
FROM store, sales, date, product
WHERE product.name = ‘Portable DVD Player’ AND
product.id = sales.product_id AND
sales.store id = store.id AND
sales.date = date.date AND
date.quarter = ‘2006’
GROUP BY store.id
ORDER BY sales_sum

Figure 1-1 shows four tables: SALES, PRODUCT, STORE, and
DATE. The SALES table contains the sales amount and keys into the
other three tables, indicating the product sold, the store that sold it,
and the date that it was sold. The PRODUCT table provides the name
of the product as well as a hierarchical grouping of that product into
higher-level categories. A product belongs to a particular group,
which belongs to a more general category (e.g., Coca-Cola 20-ounce
soda may have a product group of “colas” and be in the product
category of “soft drinks”).

Another technology to distinguish from data mining is Online
Analytical Processing (OLAP) technology [Wikipedia-OLAP 2006].
OLAP supports summaries, forecasts, and trend analysis. For example,
summaries often involve “rolling up” data to different levels of
granularity as defined by a dimension, such as Date, which can

Figure 1-1 Example of a star schema.

DATE STORE

date id

week name

month city

quarter state

year SALES .
sale_amount country
date
product id

PRODUCT store_id

id

name

product _group

product _category
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provide a summary of dollar sales by day, week, month, quarter, or
year. Multiple dimensions can be used to form a data cube; for exam-
ple, the store where the sale was made and the product that was sold
are each dimensions, as depicted in Figure 1-2. The sale amount is
called a measure, and a cube may have multiple measures. Once the
cube is defined, business and data analysts can “slice and dice” it to
provide different views of the data (e.g., sales by month by geograph-
ical region by product category). Like querying large databases,
OLAP is also deductive in nature. Users formulate questions or orga-
nize data to retrieve answers. The underlying data representation for
OLAP is often in the form of a star or snowflake schema, as shown in
Figure 1-1.

In contrast, data mining supports knowledge discovery of hidden
patterns and insights. It takes an inductive approach to data analysis,
building up results by analyzing each of potentially millions of
records. Data mining allows the answering of such questions as how
much revenue will each store generate for portable DVD players in
the next quarter, or which customers will purchase a portable DVD
player and why. Although OLAP generally supports trend analysis
and forecasting, it may rely on simple moving average or percentage

Item-4

Item-3

Product

Item-2
Dec-31-06

Item-1

Date

Jan-1-06

Store-1  Store-2  Store-3
Store

Figure 1-2 Example of an OLAP cube.
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growth calculations considering aggregated or summarized data. In
other cases, it may leverage more advanced time series analysis.

Like query and reporting and OLAP, data mining solutions exist
in every industry—for example, predicting the likelihood of a
customer buying a particular product, switching to a competitor’s
product, or defaulting on a loan; identifying false insurance claims;
contracting a certain type of leukemia.

The results of data mining can be fed back into the data warehouse,
data mart, or other data repositories to enrich query and reporting
and OLAP analysis. In query and reporting, once we predict which
customers are likely to purchase a portable DVD player, we can sort
customers by their likelihood to purchase that product or accept a
related offer, and then select the top N customers for a marketing
campaign. In OLAP, we can use data mining to identify which
dimensions are the most predictive for a particular measure. If there
are many, perhaps dozens, of dimensions to choose from, this can
guide selecting dimensions to include in a particular cube analysis.

In addition, the predictions from data mining models on the
individual data records can be fed back into the cube, perhaps as
additional measures that can be included in subsequent roll-ups. For
example, we could predict which offer a given customer is likely to
accept and then include a dimension that rolls up these offers into an
offer hierarchy.

Process

For business people and C-level® executives, the details of data
mining are likely to be a curiosity at best. What these individuals
desire are tangible results that they can use to make better business
decisions. From their perspective, knowing which customers are
likely to become next month’s attrition® statistics is more important
than the technique used to get that information—as long as the
methodology used is sound and the tools trustworthy. At this level,
we can view data mining as a “black box,” as illustrated in Figure 1-3.

“C-level” refers to top corporate management, including the Chief Executive
Officer (CEO), Chief Marketing Officer (CMO), Chief Information Officer (CIO),
and so on.

Attrition occurs, for example, when a customer terminates service or stops pur-
chasing a product, an employee resigns, or student does not return the following
term. Attrition is often the term used in the industries financial services and higher
education. In the telecommunications industry, attrition is referred to as “churn.”
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Figure 1-3 A workflow involving data mining.

There is a comprehensive, recognized process for data mining—
CRISP-DM —which we cover in detail in Chapter 3. For now, we can
consider a simplified process that begins with defining the problem
and its objectives, identifying data for mining, and assessing data
quality. The availability of data for mining is not the same thing as appro-
priateness of data for mining. If the data is dirty (i.e., contains errors and
inconsistencies), it likely must first be cleaned. Note that the adage
“garbage in, garbage out” is most applicable to data mining.

This data is then transformed as required by the data mining tool
and/or according to the creativity of the data miner. Transformations
include, for example, replacing misspelled values with correct ones,
identifying outlier values, and create attributes derived from other
attributes. The knowledge extraction process continues with mining
the transformed data to produce a data mining model, which is then
evaluated for quality and relevance to the problem’s objectives. The
knowledge extraction step could involve the labor of dozens of statis-
ticians in a back room crunching numbers, or a data mining
algorithm iterating over the data to produce a model of the data.

The model itself may be used directly to understand, for example,
customer segments, or what the factors are that most influence
customers to accept an offer. The model may also be used to generate
scores (i.e., make predictions or classifications). Scoring can be per-
formed in batch (i.e., all at once over a given dataset such as a large
customer dataset), or integrated into applications for real-time
scoring such as in call center applications or online retail product
recommendations.

Solving business and scientific problems often requires many
components in a complex process flow — for example, customer inter-
action, data collection and staging, data analysis and summarization,
report generation and distribution, decision making, and deploy-
ment. As such, data mining does not exist by itself but is often inte-
grated with a business process to provide value.

Operational systems collect data, typically in relational databases,
that is then cleaned and staged into the corporate data warehouse.
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Various reporting tools can issue queries about data, both in
operational data stores and the data warehouse. OLAP cubes may be
refreshed with the latest data to facilitate slicing and dicing the latest
results. Data mining, as described earlier, not only plays a key role in
understanding the interactions between historical data and out-
comes, but also in characterizing those interactions in a way that can
predict future outcomes and feed those outcomes back into other
analysis and decision making.

Although corporate data available for mining may be considerable,
when assessing the data available for mining you may need to
supplement it. Banks, for example, know every transaction their
customers have ever made, their account balances, and details from
customer loan applications. One could say that a bank has plenty of
data to mine. However, the “availability of data” may not be suffi-
cient to build a useful data mining model, or a model that satisfies a
particular need. If a bank is trying to understand its customers based
on demographics, such as personal interests as part of a marketing
campaign, those demographics are not typically part of the bank’s
operational data stores or data warehouse. Before mining the data, a
bank may have to acquire demographic information, either through
direct solicitation from customers or by purchasing customer
information from third-party providers.

What Is a Data Mining Model?

We have used the term model several times already and defined it as a
compact representation of the patterns found in historical data. To
illustrate the concept of a data mining model more concretely, con-
sider a simple linear regression problem — that is, predicting a continu-
ous numerical value from one or more inputs. Basically, we have a
set of points on a graph and we want to fit a straight line to them.
This functionality was provided in the Texas Instruments TI-55 scien-
tific calculator of the 1970s and had been around long before that.
Essentially, the algorithm iterates over the data to collect statistics
and then determines the coordinates of the line that best fits the set of
two-dimensional points; this is illustrated in Figure 1-4.

The model that represents this line is simply expressed as two
values from the equation y = mx + b, where m is the slope, and b is
the y-intercept. A model that consists of m and b is sufficient to make
predictions for y given a value of x. For example, if m =2 and b = 5,
then if x (or age) = 25, we predict the value of y (or income) = 55
(thousand).
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Age Age

Figure 1-4 Fitting a regression line to a set of data points.

In two dimensions,* involving the attributes age and income, and

with a small number of data points, the problem seems fairly simple.
We could probably even “eye” a solution by drawing a line to fit the
data and estimating the values for m and b. However, consider data
that is not in two dimensions, but a hundred, a thousand, or several
thousand dimensions. The attributes may include numerical values
or consist of categories that are either numbers or strings. Some of
the categorical data may have an ordering (e.g., high, medium, low) or
be unordered (e.g., married, unmarried, widowed). Further, consider
cases where there are tens of thousands or millions of cases. It is
intractable for a human to make sense of this data, but it is relatively
easy for the right algorithm executing on a sufficiently powerful
computer. Here lies the essence of data mining.

Now, data mining algorithms are typically much more complex
than that of linear regression; however, the concept is the same: there
is a compact representation of the “knowledge” present in the data
that can be used for prediction or inspection.

Some Jargon

Every field has its jargon —the vernacular of the “in crowd.” Here’s a
quick overview of some of the data mining jargon.

At one level, data mining experts talk about things like models
and techniques, or mining functions called classification, regression,
clustering, attribute importance, and association. Classification mod-
els predict some outcome, such as which offer a customer will
respond to. Regression models predict a continuous number, such as
what is the predicted value of a home or a person’s income.

This use of the term “dimension” here should not be confused with the same
term as used in OLAP, which has a different intent. Here, the term “dimension”
is synonymous with “attribute” or “column.”
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Clustering models contain descriptions of groups of records that
share similar characteristics, such as the naturally occurring seg-
ments in a customer database. Attribute importance models rank the
input attributes according to how well they are able to predict an out-
come or assist in defining clusters. Association models contain rules
for common co-occurrences in data, such as the determination that
customers who purchased products A and B also purchased product
C 90 percent of the time.

Data mining often is characterized as being predictive or descriptive
and supervised or unsupervised. The predictive nature of data mining
is that the models produced from historical data have the ability to
predict outcomes such as which customers are likely to churn, who
will be interested in a particular product, or which medications are
likely to affect the outcome of cancer treatment positively.

The descriptive nature of data mining is where the model itself is
inspected to understand the essence of the knowledge or patterns
found in the data. As in the regression example of Section 1.2.4, we
may be more interested in the trend of the data and hence knowing
that the slope of the line is positive is sufficient—as age increases,
salary increases.

Some models serve both predictive and descriptive purposes. For
example, a decision tree not only can predict outcomes, but also can
provide human interpretable rules that explain why a prediction was
made. Clustering models provide not only the ability to assign a
record to a cluster, but also a description of each cluster, either in the
form of a representative point called a centroid, or as a rule that
describes why a record is considered part of the cluster. These
concepts are explained more fully in Chapter 7.

The notion of model transparency is the ability of a user to under-
stand how or why a given model makes certain predictions. Some
algorithms produce such models, others algorithms produce models
that are treated as “black boxes.” Neural networks are a good example
of opaque models that are used solely for their predictive capabilities.

A second characterization is supervised and unsupervised learning.
Supervised learning simply means that the algorithm requires that
its source data contain the correct answer for each record. This allows
some algorithms (e.g., decision trees and neural networks) to make
corrections to a model to ensure that it can get as many of the
answers correct as possible. The correct answers supervise the learn-
ing process by pointing out mistakes when the algorithm uses the
model to predict outcomes. Other algorithms (e.g., naive bayes) use
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the known outcomes to compute statistics which enable subsequent
predictions. Supervised models use data consisting of predictors and
targets. The predictors are attributes (columns) used to predict the
outcome — the target attribute (also a column).

Unsupervised learning does not require, and does not accept,
knowledge of any correct answer. It merely looks at all the data and
applies an algorithm that performs the appropriate analysis. Cluster-
ing is an unsupervised technique that determines the clusters that
naturally exist in the data.

In data mining, several terms have evolved to mean the same
thing. For example, when referring to a column of data, the typical
relational database term, we will see the terms attribute, field, and
variable. Similarly, when referring to the rows of data, we will see the
terms case, record, example, and instance. They typically can be used
interchangeably.5 In JDM, we have adopted the terms attribute and
case.

The Mining Metaphor

Data mining is the process of extracting knowledge from data. That
knowledge can be used to understand the nature of a business or
scientific problem, or applied to new data to make predictions or
classifications. Just as mining in the physical world involves a pro-
cess of going from raw earth to refined material (e.g., gold, steel,
and platinum) to end-products (e.g., jewelry, electronics), data min-
ing involves a process of going from large volumes of raw data to
extracted knowledge to knowledge applied in practice. This section
takes this metaphor to its limit by contrasting a description of the
gold mining process [Wells 2006] with data mining.

Gold mining involves the science, technology, and business of the discovery of
&= gold, in addition to its removal and sale in the marketplace. Gold may be
Jound in many places, most commonly rock but even sea water; in very small quanti-
ties. More often it is found in greater quantities in veins associated with igneous
rocks, rocks created by heat such as quartzite.

“‘Data Mining” is somewhat of a misnomer since we are not trying
to discover “data,” but the knowledge that is present in data. In any

There are some distinctions to be made, for example, a case may be comprised of
multiple records when the data is stored in transactional format. Here a case
corresponds to a transaction consisting, perhaps, of multple items as purchased
at a grocery store checkout.
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case, making use of this knowledge is key to realizing a return on
investment (ROI) with data mining. Like gold mining, some corpo-
rate data are rich with patterns and insights, others have nothing.
Unlike some gold mining, however, data mining doesn’t have “veins”
of knowledge waiting to be pulled out. Rather, the knowledge is dis-
persed in the data, waiting to be discovered by various data mining
techniques.

Since the costs can be high in the exploration and removal of gold from the
== bard rock mines, large companies are created in order to raise the money
necessary for the development of the mines, rather than the solitary individual or
small group associated with placer mining.

The machinery brought to bear in data mining, of course, is
computer hardware, software algorithms, and often experienced
data analysts. Traditionally, companies specialized in their ability to
mine certain domains of data, using certain techniques; for exam-
ple, the retail domain for customer segmentation and response
modeling, banking for fraud detection and credit scoring, genomics
for cancer cell similarity analysis, or homeland security for text doc-
ument analysis. Other companies cover a much broader range of
domains and techniques. Still, the image of statisticians or data
mining experts in the back room working creative magic with the
data and producing mind-boggling results is prevalent.

Mining for gold is only worthwhile financially where there is a significant
EE= concentration of it found in ore. The fixed price of gold in 1934 increased
from $20.67 U.S. to $35 U.S. per troy ounce. This price remained fixed until 1968
which discouraged hard rock mining for gold because increased inflation (which
raised the cost of mining production) prevented the mining companies from making

a profit.

The price of gold can be likened to ROI in business. An IDC
report [IDC 2003] shows the median ROI for advanced analytics
projects, such data mining, to be 145 percent. This makes an
investment in such projects a worthwhile venture in general. It is
when competition becomes so fierce, and margins so slim, that not
leveraging data mining becomes a practice dangerous to corporate
survival. Like gold mining, data mining results may miss ROI tar-
gets for numerous reasons: the quality of the raw material (data)
from which knowledge is to be extracted, using the wrong tool(s),
applying the wrong technique to the problem, the skill of the indi-
viduals performing the mining, the inability to use the mining
results effectively in the business process, and so on. This can
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require paying more attention to the data being collected, using the
right tools or tools that have more automated intelligence for the
mining process, or hiring more skilled or experienced individuals.

Before hard rock mining operations have even begun, companies explore areas
R yhere gold may be found and scientifically analyse the rock. The actual gold
originates deep within the earth in places called pockets. These pockers are filled with
gold, heavy ore, and quartz. If enough gold is discovered in the ore, the technological
process of hard rock mining begins.

As we discuss later in Chapter 3, the data mining process
begins with a clear understanding of the business objectives and
data mining goals. Like gold mining, we then need to survey the
corporate landscape for available data. Sometimes needed data
may be readily available in repositories such as data warehouses
and data marts. Other times, data resides in various databases
that support operational systems. In less sophisticated organiza-
tions, data may reside in Excel spreadsheets or flat files. Once
sources have been identified, we need to analyze the data for
quality (e.g., missing values, consistency of values, etc.) and pre-
pare it through data cleansing and other transformations. An
assessment can be made for correlation between combinations of
attributes as to whether the data is likely to contain any useful pat-
terns or knowledge; then the process of data mining begins.

First, miners dig a tunnel into the solid rock. During the 19305, miners
&= working for the companies dug these tunnels by hand, a very labour-intensive
undertaking. Miners often risked their health, digging with picks and shovels during
long shifts in these dark, damp tunnels, building the shafts and carting out the ore.

Data miners have it a little easier. However, in the early days of
data mining, statisticians applied various combinations of univari-
ate (single attribute) and multivariate (multiple attributes) statistics.
They also hand-coded algorithms, such as linear regression, to fit a
line to a set of data points. Visualization was often crude, some-
times relying on only numerical outputs. Due to hardware and soft-
ware limitations, the number of attributes and cases mined was
often relatively small, perhaps tens of attributes. Producing useful
models could take weeks or months using complex analysis. Get-
ting the results of mining into the hands of business people, or into
operational systems, often required teams of people to process the
results, produce high-level reports, and include models in opera-
tional systems.

Today, there are commercial tools with standard and state-of-
the-art algorithms that can automate much of the data mining
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process. Such tools can produce good results, but the expert data
miner may be able to produce superior results through custom
analysis and crafty techniques. In addition, including data mining
results in applications or operational systems has also become sim-
pler as a result of standard interfaces and model representations.

The gold milling process may be broken down into three basic procedures:
s

1. Sorting the ore by size
2. Crushing the rock
3. Extracting the gold

A simplified data mining process can be broken down into four
basic procedures:
Acquiring and preparing the data
Building the model
Assessing model quality and reviewing the model details

P o bd =

Applying the model to new data for predictions or assign-
ments

First, miners raise the ore out of the mine in wheeled carts pushed on rails and
== take it down to the mill. The rock fragments are sorted according to size in a
grizzly—a device consisting of a series of spaced bars, rails, or pipes—above a for-
ward moving conveyer belt to a crusher machine.

In large companies, and even some smaller ones, the IT
department’s database administrators (DBAs) help to identify
available data from operational systems and data warehouses.
Data is “sorted” according to quality, completeness, and applicabil-
ity to the problem to be solved. Once data is identified, it needs to
be unified by joining different data tables, often into a single table,
or perhaps a set of tables related by a single case identifier or as
part of a star schema.

After secondary washing, a shaker screen filters out fragments of less than
@== /2 inch diameter into a fine ore bin, or box. Larger ore fragments are pul-
verized or crushed in the crusher. The fine ore is fed by conveyer belt to a ball mill,
a rotating steel cylinder filled with tumbling steel balls which further crushes the
[fragments to a consistency of fine sand or talcum powder. This powder is fed into a
thickener with a cyanide and water solution to create a sludge (a sticky, mudlike
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material). The liquid sludge is diverted into holding tanks and referred to as the
pregnant solution—a liquid sludge containing 70% of the gold.

Like rock and ore, raw data needs to be prepared. The mecha-
nisms for refining it to enable knowledge extraction involve data
analysis technology, data cleansing, transformations, and attribute
synthesis. These are big terms for problems such as graphing data
values, correcting typos, dealing with missing values, categorizing
data values (e.g., age) into buckets instead of continuous values,
and creating new attributes based on other attributes (e.g., cus-
tomer lifetime value).

m [The liquid sludge] is drawn from holding tanks through a clarifier, a device
B2 that removes all the remaining rock or clay from a pregnant solution. In the
next step, the material is taken to a de-areator tank that removes bubbles of air and
Sfurther clarifies the solution.

The dataset as presented to the data mining algorithm can be
viewed as the “pregnant solution.” As a data mining algorithm
executes, it makes finer and more precise distinctions about the
data to extract knowledge. This can be in the form of, for example,
rules that define customer profiles, common co-occurrences of
product sales enabling cross-sell, or a representative case that
describes a set of patients susceptible to a type of cancer.

Zinc is added in dust form to the de-areated solution, which is drawn under
EE= pressure through a filter press; which causes the gold and zinc to precipitate
onto canvas (heavy cloth) filter leaves. This zinc-gold precipitate (condensed into a
solid) is then cleaned from the filters while extreme heat burns off the zinc.

The purified “precipitate” of data mining is the emerging model,
which contains the extracted knowledge. It needs to be tested and
possibly refined through changing of parameters or further prepa-
ration of the data to produce a sufficient knowledge yield.

Water passing through the filters is chemically tested for gold residue before
B2 being discharged into tailings ponds. Gold bearing water may be passed
through the filtering process several times to remove all of the gold and separate it
[from impure substances.

Mining algorithms will often make several passes over the data
to continually tune or refine the model. Algorithms, such as neural
networks, decision trees, and K-means clustering, make multiple
passes over the data until any further improvements are deter-
mined insignificant or some other stopping criterion is met.
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Gold recovered from the ore through the milling process is poured into bricks
2= that are shipped to be assayed and sent to the mint in Ottawa, where coins are
struck (made).

Data mining models can be shipped from the lab to the field, or
components of which can be packaged up in reports or dashboards
for management and operations staff. From there, some models
can be used to score new data (i.e., make predictions or classifica-
tions). These scores can be used in applications such as predicting
customer response.

After reviewing this metaphor, you should have a physical
grounding in the data mining process and perhaps have learned
something about gold mining you did not know before.

1.3 The Value of Data Mining

1.3.1

The true value of data mining does not reside in a set of complex
algorithms, but in the practical problems that it can help solve. Too
often, data mining solutions are presented through the eyes of the
data analyst—the person who massages and prepares the data and
builds the models — where the emphasis is on the algorithm and tech-
niques used to solve the problem. However, in the business world,
true value is realized with return on investment, when we see that
$2 million was saved for a $300,000 investment to predict which
customers will default on a loan, or when we see that consumer
fraud was reduced 50 percent resulting in a savings of $22 million.

How Reliable Is Data Mining?

For a technology to be truly valuable, it needs to be reliable. Few
technologies are foolproof in practice, including data mining. How-
ever, data mining is based on a firm foundation in mathematics and
statistics. Data mining algorithms withstand tests on both real and
synthetic datasets, where results are rigorously analyzed for accu-
racy and correctness. The reliability of results more often depends on
the availability of sufficient data, data quality, and the technique cho-
sen, as well as the skills of those preparing the data, selecting algo-
rithm parameters, and analyzing the results. If the data provided
contains erroneous values (e.g., false data entered on warranty cards,
or a lot of missing values), data mining algorithms may have diffi-
culty discovering any meaningful patterns in the data. However,
over the past several decades, data mining techniques have been
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used extensively in industry. For example, credit card transactions
and mortgage applications are often approved with input from data
mining models.

When a model is first produced, it can be quite reliable in terms of
the accuracy of its predictions on new data. However, is the predictive
quality of a model invariant? Does model accuracy remain constant
over time?

Few things remain constant, especially when humans are
involved. Tastes change, needs change, technology changes, life-
altering events force change. For example, a model that may have
been excellent at predicting credit risk for a given month may start to
show signs of degraded performance. When this happens we say
that such a model is stale. In this case, the model may need to be
rebuilt, taking into account more recent data. The data mining
process and its artifacts require periodic review and maintenance to
maintain reliable results.

How Can Data Mining Increase Profits and Reduce Costs?

Let’s consider an example from campaign management, first without
the use of data mining and then using data mining. One of the objec-
tives for campaign management is to determine which customers to
contact with regard to a particular sales campaign, with goals to min-
imize costs and maximize response and profits. If you knew in
advance which customers would respond, you may likely contact
only those customers.

Consider Company DMWHIZZ with a base of a million customers.
Based on previous campaign responses, DMWHIZZ generally gets a
2 percent response rate. With a million customers, this produces
about 20,000 responses. A proposed DMWHIZZ campaign will
require mailing costs of $1.50 per item, with a total campaign cost of
$1.5 million. If the average profit per customer who responds is $50,
our expected total profit is $1 million (20,000 X $50). But, since the
net profit of the campaign is a negative $500,000, DMWHIZZ will not
proceed with the campaign.

Let's see how applying data mining can make this campaign
profitable. Selecting those customers most likely to respond is a
classification problem (i.e., classify each customer as responding or
not with an associated probability). As with any classification prob-
lem, DMWHIZZ will need to have actual response data from a
similar campaign to learn customer behavior. To achieve this,
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Figure 1-5 Cumulative positive targets representing model “lift.”

DMWHIZZ takes a 1 percent sample of customers for a trial
campaign. Reviewing the data from the 10,000 customers they
received their expected 2 percent, or 200 responses. Using the data
mining model and a held-aside or test set of customers, we find that
the model can return 80 percent of the likely responders contacting
only 40 percent of the customers, or 70 percent of likely responders
contacting 30 percent of the customers, as illustrated in Figure 1-5.°

Armed with this information, DMWHIZZ data miners build a
classification model using customer demographic and other data in
their customer and sales databases. The resulting model is used to
predict the likelihood of response for each of the remaining 990,000
customers. Now, let’s add up the results.

The cost of the trial campaign was $15,000 (10,000 X $1.50). Using
the data mining model, DMWHIZZ scores the 990,000 customers and
takes the top 40 percent as likely to respond (400,000). Recall that this
model provides 80 percent of the likely responders within that
40 percent. Since we expect 20,000 responses out of a million custom-
ers, we should get 80 percent of these, or 16,000 —Iless the 200 we
already received in the trial, or 15,800. At an average profit of $50 per

Note that predicting a customer’s response is one aspect of the solution. Another
aspect is often profitability. This scenario can be augmented to predict profit per
customer and multiply by the probability of response, thereby producing an
expected profit per customer. Customers can be ordered based on this expected
profit.
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response, this produces $790,000 in revenue.” The cost of the
campaign is $600,000 (400,000 X $1.50), so the projected profit is
$175,000 ($790K — $600K — $15K).

But what if we are more selective? Can we further increase profit?
If we restrict the campaign to the top 30 percent of customers likely to
respond (300,000), we will obtain 70 percent of the likely responders,
or 13,800 responses (20,000 X 70 — 200). Projected revenue is $690,000
(13,800 X $50), but cost of the campaign is only $450,000 (300,000 X
$1.50). So, the projected profit is $225,000 ($690K — $450K — $15K). In
this case, we actually increased profits by running a campaign for
fewer customers.

14 Summary

This first chapter discussed how data mining is particularly relevant
to businesses today in solving complex problems. Competition and
the need to improve customer experiences and interactions are
among the motivations, along with a better evaluation of the risks
associated with business processes. We discussed other terms that
are often used for data mining or are related to it. We then introduced
data mining, contrasting it with other forms of advanced analytics
such as OLAP and highlighting a basic process for extracting knowl-
edge and patterns from data. We introduced the notion of a model as a
compact representation of the knowledge or patterns found in the
data. To set the stage for our subsequent discussions, we introduced
typical data mining jargon, which will be revisited in more detail in
later chapters.

As gold mining has been performed through the centuries, so has
it been codified into a repeatable process. Similarly, data mining has
evolved to the stage where the process of mining data has also been
codified. Since data mining has parallels with gold mining, we com-
pared and contrasted the process of data mining with that of gold
mining.

We finished with a discussion on the value of data mining, exploring
reliability as well as a specific example in monetary terms.

7  In an actual modeling, the $50.00 expected profit would be multipled by the
probability of response assigned to each customer. This gives a more precise
expected outcome.
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The next chapter takes a more in-depth look at solving problems
in industry.
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Chapter
2

Solving Problems in Industry

No problem can stand the assault of sustained thinking.

—Voltaire

Data mining has long been used to solve important problems across
industries [Apte+ 2002] [Berry/Linoff 2004] [Gloven 2002]. One of
the biggest challenges to using data mining is knowing to which
types of problems it can readily be applied. Too often, a discussion of
data mining delves into a specific algorithm and its myriad features.
However, success with data mining goes beyond choosing the right
algorithm. Understanding the requirements in a particular domain,
and the types of problems and approaches to solving those problems,
is the best starting place to reap the benefits of data mining technol-
ogy. This chapter explores various business problems that are com-
mon to many industries and that can be addressed with a strategy
based on data mining.

As Internet and digital storage technology enables volumes of
data to grow astronomically, so does the need for analyzing that
data to extract useful information. However, data mining is not only
for large institutions with terabytes of data. Data mining’s benefits
can be leveraged by companies both big and small, from large finan-
cial institutions to local car dealerships, those with millions of
customers, and those with hundreds, and those with scientific as
well as manufacturing process data analysis needs.

25
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Java Data Mining (JDM) is geared toward providing a rich set of
capabilities that allow applications to integrate data mining pro-
cesses and results to solve a wide variety of problems. As such, JDM
fits well with a solution strategy involving data mining.

Cross-Industry Data Mining Solutions

2141

Data mining can solve a wide variety of problems either to gain
understanding or insights from business and scientific data (what is
the root cause of failures), or to predict certain outcomes (will the
customer purchase the product?) or values (what is the predicted real
estate value?). Knowing how to adapt even a small set of canonical
problems to specific industries enables taking advantage of the
power of data mining. This section explores several cross-industry
solutions where data mining is being applied. We use the term
“cross-industry” since most industries can tailor each of these solu-
tions for their particular domain.

Customer Acquisition

Obtaining new customers is the hallmark of growth for many
companies. However, not all customers are equally profitable. Busi-
ness marketers may select a subset of customers using some basic
criteria, such as income and age constraints, but may prove to be not
loyal, that is, not stay with the company for a long time or purchase
products exclusively from that company. Providing generous offers
to attract such customers may result in high acquisition costs while
providing no long-term benefits. Some customers simply jump from
offer to offer to take advantage of discounts or “freebies.”

Others may be loyal, but may purchase infrequently or purchase
only low-margin products. Targeting low-value customers with
generous offers may also prove to be counterproductive. Targeting
the right potential customers can result in greater customer retention,
greater customer lifetime value, and more profitability in the most
desirable product and customer segments.

Consider the customer groups in Figure 2-1. A potential customer
population for a marketing campaign is represented by the large
oval. A company could attempt to acquire all these customers, but
that may be prohibitively expensive. Moreover, many of the potential
customers may quickly leave for a competitor, purchase only low-
margin products, or introduce more costs (through call center or
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Potential Customers

Likely to purchase

Likely

Qualifying to respond

Customers

Figure 2-1 Identifying your customers.

support line interactions) than profits for the business. If we use
traditional query techniques, we may select a subset of these possible
customers and target those of a certain age or in a particular income
bracket or household size. This type of segmentation is often based
on intuition or business experience. Yet, only a subset of these
customers are likely to purchase such a product or respond to a
campaign, whether contacted by mail, phone, or e-mail.

Where customer acquisition costs are high, either due to the
means of customer contact or incentives offered to them, knowing
which customers are likely to respond (see Section 2.1.3, “Response
Modeling”) and the potential value of those customers can greatly
reduce costs. Yet still, only some of the customers who purchase or
respond will be loyal. A goal for customer acquisition is to target
those customers who will have the greatest probability for response,
loyalty, or lifetime value.

For a moment, let’s go back to the simple query approach. Form-
ing precise boundaries to determine which customers to target based
on intuition or business experience may be accurate some of the time,
but likely leaves out some customers, perhaps many, who may prove
to be highly valuable, simply because they didn’t meet a precon-
ceived set of constraints.

Data mining is a key component of any modern customer acquisi-
tion strategy and revolves around several techniques. Given a set of
potential customers, perhaps obtained as data acquired from a third
party, data mining techniques such as clustering and classification
can be used to identify the various customer segments that exist
among those customers. After analyzing each of those segments, we
can determine the likelihood that each customer segment, and each
individual customer, will purchase specific products. To achieve this
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requires having historical data on the types of products existing
customers have purchased and various attributes of those customers
such as demographics, behaviors, etc.

Once we have identified the customers who are likely to purchase,
we can further assess which of these customers are likely to be profit-
able. This also requires historical data containing the profiles of
customers deemed to be profitable and unprofitable. Certain classifi-
cation techniques, such as decision trees, can produce a set of profiles,
or rules, highlighting the characteristics of profitable customers. This
information can then be used to select profitable customers.

Now that we know which customers are likely to purchase, which
of those are likely to be loyal, and which will be the most profitable,
we can perform response modeling to determine who is likely to
respond to a campaign. Then, we may even go one step further to
determine which channel is best for contacting such customers.

Customer Retention

Once a business has customers, one of the next problems is how to
keep those customers. Customer retention, or answering the question
“how do I keep my current customers?” is a problem faced by busi-
nesses in most every industry. For example, in financial services, a
customer who leaves is called an “attriter” and the problem is
referred to as “attrition.” In telecommunications, a customer who
leaves is called a “churner” and the problem is referred to as
“churn.” Regardless of the terminology, the basic problem is the
same: which customers are likely to leave and why?

Customers may leave for many reasons, for example, poor service,
moving out of the area, or the availability of more competitive offers.
However, these reasons are not always obvious until after the fact.
An effective customer retention effort often requires identifying cus-
tomers before they leave so that some action can be taken, if war-
ranted, to retain those customers. We say “if warranted” because
some customers may not be worth retaining. Customers who have
low value or represent a net loss to the business when considering
support and maintenance costs fall into this category.

Data mining can be applied to identify characteristics of individu-
als and their past and current behavior to determine much more
subtle indicators of attrition or churn. For example, in wireless phone
service, a customer whose minutes of usage drop from a four-week
moving average of 500 minutes per week to 50 minutes per week
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could have many reasons: the person is on vacation, lost his job for
which the phone was largely used, started using other means of
communication such as Internet, or switched to another service
provider for work-related calls, but still uses the service for personal
calls. Figure 2-2 illustrates a pattern in minutes of usage that a
possible churner may exhibit before terminating his account.
However, different groups of individuals may be exhibiting this
behavior, for example, teenage girls with large family and friend
circles, 30-something single male professionals, etc. Understanding
the particular characteristics of each of these groups enables busi-
nesses to develop campaigns to retain such customers or to increase
their service usage. Data mining can identify the important factors or
attributes that lead to a specific behavior, as well as group individu-
als according to their behavior.

A customer retention or loyalty strategy can revolve around
several techniques. Customer loyalty can be increased when that
customer purchases more products. Identifying which other prod-
ucts existing customers are likely to purchase, called cross-sell (see
Section 2.1.5), can meet this objective. The data mining technique
association, as discussed in Section 4.5, can help here.

We have already noted that some customers are more valuable
than others, that is, they purchase products in greater quantity or
purchase more profitable products. Helping to prevent the loss of
such high-value customers is another area where data mining can
help. First, one needs to be able to identify high-value customers.
Being able to classify individuals efficiently as high, medium, or low
value, or as representing a specific dollar amount to the business, is a

4 Possible
Churner

Minutes of Usage

More likely
/ Churner
/ Account

- Terminated

Figure 2-2 Customer J. Doe’s cellphone usage pattern.

Time
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first step. Once we know which customers are high value, we can
take steps to encourage them to remain customers, especially if
we’ve identified them as likely to leave. Just as important as knowing
which customers to keep is knowing which customers to let go. As
noted above, low-value customers can be costly to maintain. For
example, if a customer frequently uses your call center with ques-
tions or problems yet buys minimal product or services, it may be
more cost effective to allow such customers to leave. Both active and
passive actions can help to reduce low-value customers. Combining
data mining results with rule-based systems can help to automati-
cally recommend actions for certain customers.

For customers who are likely to leave, businesses need to under-
stand if there are any common factors (e.g., a certain age or ethnic
group, geographic region, or type of products sold) that are common
among dissatisfied customers. If such factors are identified, busi-
nesses may be able to take more effective actions to avert a
customer’s decision to leave. Data mining can be used to identify the
factors that play most heavily in determining an outcome. The data
mining technique attribute importance can help here (see Section 4.4)
as well as the decision tree algorithm which produces rules that high-
light the specific attribute values that result in a dissatisfied
customer. For example, a decision tree rule may indicate that high-
income, 30-something female customers from the Northeast who
purchased the latest product offering and had an unsuccessful call
center experience cancelled their service.

Knowing in aggregate the number of customers likely to leave,
say in the next three months, can give a manager a reasonable
estimate for resource allocation, either in the number of support staff
needed to try to retain these customers or budget to provide incen-
tives to customers at risk. In this case, classification techniques allow
the building of models that generate a probability of each customer
to leave. Summing these probabilities provides the estimate of total
attrition.

Response Modeling

The essence of response modeling is to determine whether or not
someone will respond positively to a request or offer. That request
may be to purchase a product, complete a survey, donate money, or
participate in a clinical trial. The motivations for response modeling
are simple: reduce costs by soliciting fewer people who have a
greater likelihood of responding, increase return on investment by
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getting more positive responders for the money expended, and
reduce customer fatigue by contacting only those customers most
likely to show interest.

From a data mining perspective, the goal is to classify each indi-
vidual as a responder or nonresponder with an associated probability.
Data mining classification algorithms are well suited for this task.
Customers can then be ranked from those with the highest probabil-
ity of response to the lowest probability of response. Choosing those
customers at the top of the list provides a high concentration of
responders. This is reflected in a “lift” chart as depicted in Figure 2-3.
The notion of lift is discussed in detail in Chapter 7, but in short, lift
provides a simple understanding of how much better the predictions
of the data mining model are than a random selection of customers.

To use data mining for response modeling, it is important to have
relevant historical data about which customers responded and did
not respond to campaigns in the past. “Relevant data” means that the
data is for a similar situation, for example, purchase of a product or
type of product, completing a survey, etc. Moreover, there needs to be
sufficient demographic and other customer-related information from
which data mining algorithms can “learn” the patterns or types of
customer that respond. If there is no historical data available, a trial
campaign can be performed on a random subset of the potential cus-
tomers. Assuming there are a sufficient number of responders, the
data mining algorithm can learn what distinguishes a responder from

Data mining—based
selection result

100

Random
selection
result

>
0 100

% of Total Cases

Figure 2-3 Getting ‘lift” on responders.
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a nonresponder. It is from this trial, or sample, of the population that
we can also test model accuracy and obtain a lift chart.

Response modeling can be combined with a value prediction,
such as dollar amount of order, donation size, etc., to derive an
expected return on the campaign. A regression model can be built to
predict, for example, the amount each customer spends or each
alumnus donates. Multiplying this value by the probability that a
given customer will respond to the campaign produces an expected
value for that customer. Customers can be sorted not only by likeli-
hood to respond, but by expected value to identify the highest likely
spenders or donors.

Another refinement of response modeling is to determine which
channel is best to approach these customers, for example, mail, e-mail,
or phone. Once again, based on historical data, we can learn the pat-
tern of customers who respond best to mail, e-mail, or phone.

Fraud Detection

Anywhere money is involved, the potential for fraud exists; all
industries are vulnerable to individuals who abuse established
procedures for personal gain, often illegally. Healthcare, financial
services, and taxation are just a few areas where fraud is found.

One approach to fraud detection involves clustering. The objective
is first to group the data into clusters. We can then review each of the
clusters to see if there is a concentration of known fraud in any one
cluster, indicating that fraud is more likely to occur within a given
cluster than another. In addition, we can look for cases that don’t
match any of the known clusters particularly well, or at all. These
outliers become prime candidates for investigation.

A second approach to fraud detection involves classification.
We first identify examples of fraud manually in historical data.
With classification, the goal is to learn to distinguish between
fraudulent and nonfraudulent behavior. Consider a dataset con-
sisting of various predictor attributes, such as “age,” “income,”
“wire transfer within last 10 days,” and a target attribute indicat-
ing if the case was fraudulent or not. A classification algorithm like
decision tree or support vector machine can then predict the likeli-
hood of fraud on new data. Cases with a high probability of fraud
are then good candidates for investigation. However, we can also
predict the likelihood of fraud on the original data. This allows for
a comparison between actual target values and the predicted values.
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Where there are discrepancies (i.e., the case was believed to be
nonfraudulent, but predicted to be fraudulent), there are opportu-
nities for investigation.

In fraud detection, we want to ensure we catch fraud (minimize
false negatives, which incorrectly identify fraud events as nonfraud
events), while avoiding investigating too many red herrings (mini-
mize false positives, which identify nonfraud events as fraud events),
since the costs associated with investigating fraud can be high.

We digress briefly to discuss the types of errors possible for a
classification model. Figure 2-4 illustrates a typical report on predic-
tion accuracy, where Type I error is considered a false negative
prediction and Type II error is considered a false positive prediction.
The columns are labeled with the possible predicted classes, in this
binary case, “0” corresponds to the negative (nonfraud) prediction,
and “1” the positive (fraud) prediction. The value reported where
actual and predicted equals “1” indicates the number of times the
positive class was predicted correctly. Similarly, the value reported
where the actual and predicted equals “0” indicate the number of
times the negative class was predicted correctly. More than two val-
ues are possible when predicting multiple outcomes. In this case, the
matrix is n X n, instead of 2 X 2, where n is the number of possible
values.

Accuracy: 0749856116

Confusion Matriz  Rows = Actual; Columns = Predicted @
I 1

0 523 106

1 G2 ) 143

Type 11
Error

Accuracy = Total Correct / Total Scored

= (523 + 143) /834
=666 / 834
=0.7985

Figure 2-4 Assessing prediction accuracy via Type | and Type Il error. Source: Screen
capture from Oracle Data Miner graphical interface.
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Original Dataset

As a percentage of transactions or cases, fraud is normally quite
small, perhaps less than a few percent among all cases. A challenge
for some data mining algorithms using predictive modeling for fraud
detection is this imbalance between the number of known fraudulent
cases and nonfraudulent cases. When using classification to identify
fraud, such data can require special data preparation. A technique
called stratified sampling can be used to obtain a dataset that contains
a better balance. For example, if a million-case dataset contains 1 per-
cent known fraud cases, this means that for the 10,000 examples of
fraud, there are 990,000 examples of nonfraud. Many algorithms
have difficulty with this imbalance, producing models that cannot
distinguish fraud from nonfraud well. Consider that if the model
simply predicted all cases to be nonfraud, the result would be 99 per-
cent accurate, yet would not detect any fraud. By sampling the data
for 25 percent (10,000) fraudulent cases and 75 percent (30,000) non-
fraudulent cases, the algorithm can learn more effectively. When
stratified sampling is introduced, prior probabilities can be used to
inform the algorithm of the original population distribution, as
illustrated in Figure 2-5. In this example, the priors are 1 percent for
fraud and 99 percent for nonfraud. We revisit this concept of prior
probability in Chapter 7. There are other techniques that can support
fraud detection such as anomaly detection, which is being intro-
duced in J]DM 2.0.

Target Value Distribution

for 1,000,000 Records

Nonfraud
99%

Fraud 1%

Stratified Sample Dataset
Target Value Distribution
for 40,000 Records

Model takes into account

Stratified |:> Nonfraud |:> Build the original distribution of

Sample 75% Model data when making
Data predictions
Fraud
25%

Prior Probability specification
Nonfraud = 0.99
Fraud = 0.01

Figure 2-5 Example of stratified sampling and prior probabilities.
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Perhaps the biggest problem in performing data mining is in the
availability of useful data. Even if a company is willing to pursue a
data mining project, that project can quickly come to a standstill due
to either a total lack of data to mine, or poor quality data. Data with
many missing values or inaccurate entries can make extracting
meaningful information nearly impossible until the fundamental data
quality or availability issues are resolved. This can involve anything
from establishing a data warehouse, instituting business processes
to collect certain information, or going back to the data sources to
clean up “dirty” data. However, the problem of data availability and
quality is beyond the scope of this book. We refer readers interested
in this topic to [Kimball1 2004, Phonniah 2004] on data warehous-
ing, and [Pyle 1999] on data preparation.

Cross-Selling

Getting customers to buy more of a company’s products is a key goal
for many marketing managers. Cross-selling is quite prevalent in
online retailers, or e-businesses, where purchasing one product gives
the company an opportunity to sell other products to that same cus-
tomer. Cross-selling can involve identifying complementary or
related products, or even premium products—called up-selling. For
some products, suggestions for cross-selling may be obvious, for
example, staples with staplers and mouse pads with computer mice.
However, others are not so obvious, sometimes involving multiple
products being purchased together.

The term market basket analysis is often applied to this problem.
The data typically used is transaction data, a collection of records
identified by a transaction identifier and containing the set of prod-
ucts or items that were purchased in that transaction. Consider a
supermarket visit at customer checkout. Each customer’s shopping
cart or “market basket” contains some set of items. The data mining
technique association rules leverages these buying patterns of custom-
ers to provide insight into which products are commonly purchased
together, known as product relationships. Once we know these rela-
tionships, they can be used to position products on the same Web
page, suggest other products at checkout time, or result in a separate
solicitation via e-mail, mail, or phone.

Another use of identifying product relationships involves under-
standing product demand given promotions on certain products. For
example, consider a store that decides to put a certain computer game
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on sale that uses a steering wheel input device. If the retailer does not
foresee the relationship, there may be plenty of computer games in
stock (what the retailer planned to promote), but customers may not
be able to buy the complementary steering wheel input device since
the product may have sold out prematurely. As a result, the retailer
loses additional sales from customers who want that input device, or
even loses the sale of the computer game from customers wanting
both items and purchasing none.

New Product Line Development

Answering which bundle of products should be offered to custom-
ers, perhaps with pricing discounts, is a challenging task. Knowing
which products are normally purchased together, possibly out of
thousands, is daunting. Since not all customers behave the same, a
bundling strategy should start with groups of similar customers. The
first step is to identify a set of customer segments or target markets.

Consider a typical customer database, including individuals with
a wide range of ages, incomes, and interests. Using clustering
techniques, we can automatically identify customer segments. These
segments might include such groups as “wealthy seniors who enjoy
the outdoors,” “young families in the suburbs,” “college students
who rent,” and “large families in cities who use public transporta-
tion.” We then partition the market basket data associated with each
customer according to the customer’s assigned segment. The next
step is to use an association technique to find those products that are
frequently purchased together within each segment. For example, we
may find that “young families in the suburbs” may purchase several
life insurance policies on family members as well as home insurance,
but not car insurance. These now form the candidate product bundles
that can be targeted for each of the customer groups. In the example,
this could lead to a product bundle for multiple life insurance policies
or a more complete bundle that includes car insurance to get this
customer segment to purchase car insurance from this insurance
company as well. The basic process is depicted in Figure 2-6.

Zanri

Usually it is not enough to just identify possible product bundles.
It is important to understand how likely a customer group is to pur-
chase the new product bundle, and how much profit we can expect
to make from such customers. To determine the success of a product
bundle, a test marketing campaign can be performed, much like the
response modeling problem of Section 2.1.3. From this we can deter-
mine not only if a significant percentage of customers will purchase
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Figure 2-6 Developing new product lines using segmentation and association.
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the new product bundle, but also develop a subprofile of customers
in the segment most likely to purchase.

Survey Analysis

Thousands of surveys are conducted every day. The value of these
surveys is often realized through straightforward statistical analysis
and deductive reasoning. For example, consider a customer service
satisfaction survey for a wireless telecommunications provider. Typi-
cally, such survey results are provided as bar charts of the population
according to age group, income level, household size, and marital
status. Questions are often summarized, for example, 50 percent of
respondents rated quality of service low. Sometimes, results will
even be correlated with a particular demographic, for example,
15 percent of 20- to 30-year-olds rated quality of service low while
80 percent of 30- to 40-year-olds did so. However, there may be more
complex combinations of demographics that could shed more light
on a particular response. For example, 75 percent of those who rated
quality of service low have income between $75K and $100K, have a
household size of 5, have over 1,000 minutes of usage per month, and
travel for work more than 50 percent of the time. This kind of infor-
mation helps to target a specific profile of persons and possibly even
helps to pinpoint the reason for the low quality of service rating.
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To this end, data mining technology can be applied to identify the
profiles of respondents who answered one or more questions a certain
way. It can also be used to understand how respondents are grouped
or segmented. Such results enable focused sales and marketing efforts
to well-defined groups, as well as corrective action [SPSS 2003].

Data in surveys is often structured but can also be unstructured.
Structured data contains discrete responses such as multiple choice
questions involving demographic data, for example, age and income
level, or statements to be rated from “strongly agree” to “strongly
disagree.” Unstructured data can consist of short free-form
responses, for example, the “other” category with a line to specify a
value, or longer free-form questions such as “What was your best
and worst experience with our company?” where the user responds
with text.

To address free-form responses, text mining can be introduced by
extracting important terms from the text and combining it with
structured data before mining. Some data mining vendors will per-
form this term extraction automatically, others may require explicit
preprocessing.

Credit Scoring

Every time you apply for a loan, mortgage, or credit card, your credit
history is checked and your current financial situation is assessed to
determine a “credit score.” This score indicates the type of risk you
represent to the financial institution issuing the credit. Credit scoring
takes into account various information such as customer demo-
graphics, loan history, deposits and assets, total credit line, outstand-
ing debt, etc.

The more accurate the score, the more likely the financial institu-
tion is to make a correct decision on a customer. Although there are
always unexpected factors for individuals defaulting on loans, such
as job loss or illness, the credit score provides important input to the
loan decisioning process.

Historically, statistical methods were employed for credit scoring.
Today, data mining plays an increasingly important role in determin-
ing credit worthiness due to the large number of predictor attributes
that exist on customers.

A typical approach for building credit scoring models uses super-
vised learning, where first a credit score for each of a set of customers
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is computed manually. This score is combined with customer
demographic and other data as noted above. If we were interested in
classifying customers as a high, medium, or low credit risk we could
use a classification technique. If we wanted to predict a numerical
score, we could use a regression technique that predicts a continuous
numerical value.

Another approach uses historical data on customers who either
failed or succeeded in fulfilling their loan obligations in the past.
Instead of using manually computed “scores,” a classification
algorithm learns to predict the probability of default on a loan. After
these probabilities have been established, a scale can be introduced
for ranking customers (assigning a credit score), usually based on a
desired distribution of scores (e.g., 5% must be in the top range—
“AAA” rating according to some classifications; 25% in the next
range, and so on).

Warranty Analysis

Anyone who buys products has likely had some of those products
break. Some of those products will be under warranty, which
means that someone—the retailer, manufacturer, or independent
warranter — will make certain repairs free of charge. Many products
come with warranties automatically, for example, you will see “the
manufacturer warranties this product to be free from defects for a
period of 90 days from purchase.” More common today are cus-
tomer-purchased, or extended, warranties. Although extended
warranties are often regarded as a “cash cow” for retailers, depend-
ing on the industry, the costs associated with servicing products
are, to some extent, a gamble. The warranter expects a certain per-
centage of products to fail within the warranty period, and builds
the cost for that into either the product cost or the cost of the
extended warranty. By using advanced analytic techniques, war-
ranters can better manage the seemingly unpredictable and uncon-
trollable expenses associated with warranties. Manufacturers and
retailers need good algorithms for predicting future claims, very
reliable products, or dramatically overpriced warranty offerings.

To reduce internal warranty costs where multiple suppliers,
assemblers, dealers, and repair centers are involved, it is important
to understand where product failures originate to improve cost
recovery and processes. Because data mining can attribute problems
to the various parties in the product path, data mining can be used to
identify the root causes behind warranty repairs, for example, a
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particular supplier’s parts or even the repair process itself. Using
attribute importance, we can identify the factors that best determine
valuable and problem parties. Using association, it is possible to
determine which types of problems typically occur together and
from which parties. By identifying the causes of failures faster,
overall costs can be reduced by taking corrective action sooner. In
addition, data mining can be used to forecast warranty reserves.

Warranty claims processing is often labor intensive, especially
where invalid or fraudulent claims must be analyzed manually. By
quickly classifying claims as invalid or potentially fraudulent, using
techniques discussed in Section 2.1.4, both time and claims paid can
be reduced.

Defect Analysis

Any company that manufactures products is interested in under-
standing the root causes of product defects. Data mining provides
several techniques for uncovering root causes, including association,
clustering, and predictive modeling. In association, the resulting
rules identify co-occurring items, features, or events that typically
accompany defects. Whereas the number of factors associated with
each production run may be large, on the order of hundreds or
thousands of factors, such that examining these manually is intracta-
ble, the association data mining technique extracts rules highlighting
the most frequent factors that, in this case, result in product failure.

In clustering, defective parts or production runs may share
common properties. Clustering analysis produces groupings of items
according to common attribute values. Reviewing the distribution of
data values for each cluster and the rules that define each cluster may
give clues as to what each of these defects has in common. In predic-
tive modeling, one can build a classifier to predict which items are
likely to be defective. If the classification model provides transparency,
such as the rules, one can identify what determines a failure. More-
over, for any given production run, users could predict if a defect is
likely given certain conditions such as temperature or humidity. Other
benefits of data mining for defect analysis are well-stated in [Wu 2002]:

Through the use of data mining techniques, manufacturers are able to identify
the characteristics surrounding defective products, such as day of week and time of
the manufacturing run, components being used and individuals working on the
assembling line. By understanding these characteristics, changes can be made to
the manufacturing process to improve the quality of the products being produced.
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High-quality products lead to improved reputation of the organization within its
industry and help to drive sales. In addition, profitability improves through the
reduction of return materials allowances and field service calls.

2.2 Data Mining in Industries

2.21

The cross-industry solutions presented in the previous section are
readily applicable to a variety of industries. In this section, we char-
acterize some specific industry problems for which data mining can
be applied. In the discussion, we highlight some of the cross-industry
solutions as well as other problems where data mining can be
applied.

Financial Services

Financial services is an umbrella term that includes banking,
insurance, and capital markets. Within banking, many opportuni-
ties exist for the use of data mining, including credit scoring, credit
card fraud detection, cross-sell, as well as customer relationship
management issues including response modeling, acquisition, and
retention [SAS 2001] [SAS 2002].

In [Wu 2002], we find that

within the financial services industry, credit card issuers have been using data
mining techniques to detect potentially fraudulent credit card transactions. When a
credit transaction is executed, the transaction and all data elements describing the
transaction are analyzed using a sophisticated data mining technique called neural
networks to determine whether or not the transaction is a potentially fraudulent
charge based upon known fraudulent charges. This data mining technique yields a
predictive result. While the prediction may or may not be correct, this technique
requires the system to learn various patterns and characteristics of transactions so to
fine-tune its prediction capabilities. By utilizing data mining, credit card issuers
have decreased and mitigated losses due to fraudulent charges.

While neural networks have traditionally been used in this industry,
they also suffer from problems such as scalability and difficulty
converging on an optimal solution. Other algorithms, like Support
Vector Machine as discussed in Chapter 7, overcome these types of
problems.

Within banking, the advent of the Basel II accord, final version
issued June 2004, created a huge opportunity for data mining. Basel Il is
the result of deliberations among central bankers from around the
world and the Basel Committee on Banking Supervision in Basel,
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Switzerland. One of the outcomes of Basel I is to allow banks to move
away from stringent reserve requirements and rely more on the risk
actually assumed by the individual banks for their specific customers.
However banks must be able to prove to regulators that their risk esti-
mates are well grounded. Accurately calculating the “loss given default,”
that is, the amount of money the bank is likely to lose if a customer
defaults on his loan, for an individual bank’s customers can result in
reduced reserve requirements, thereby freeing up capital for other
investment. In one aspect of the accord, banks must maintain 5 years of
what is called “customer default” data from which to build models that
produce a probability of default, where “default” refers to the cus-
tomer’s inability to pay back a loan. The results of these models must be
available for auditing and to provide the required proof to regulators
that risk used is based on actual data [BIS 2004] [Wikipedia 2005].

Within insurance, beyond typical customer acquisition and reten-
tion, one goal is to increase the number of policies held by customers.
This can be achieved through the development of successful policy
bundles, as well as cross-sell and up-sell of policies as described in
Section 2.1. Regression techniques can be used to set rates for insur-
ance premiums using customer demographics and psychographics,
and claims history. Setting rates too high results in lost business,
setting rates too low can result in overexposure on claims. Insurance
claims fraud detection is another area where data mining plays an
important role [SAS 2002a].

Within capital markets, data mining can assist with bundling
stocks into a mutual fund portfolio by clustering stocks, yielding sets
of stocks with common characteristics. By assigning stocks to clus-
ters, each cluster can be the starting point for further analysis and
assessment of which stocks to include in a particular portfolio. Data
mining has also been used to perform trader profiling to understand
the type and styles of traders, as well as trader abuse through insider
trading monitoring [NASD 2006].

Healthcare

It is practically a cliché to comment on the skyrocketing costs of
healthcare. Costs are often attributed to inefficiencies in process,
errors, fraud, and generally a lack of knowledge of what treatments
are necessary or appropriate for a given patient. With increasing
momentum, healthcare institutions and health plans are turning to
data mining to solve such important problems and contain costs
[Hagland 2004].
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To realize these benefits requires a certain infrastructure, one that
is able to collect electronically meaningful data about patients, their
treatments, and healthcare providers such as labs, doctors, and
nurses. Hospitals and other care providers are slowly moving into
the digital age. For those who have, they can use this data to identify
the important factors that determine a patient’s likelihood of
responding to a particular treatment. Using the association tech-
nique, providers can determine probable causes of a patient’s death
that may be a result of external factors such as staffing shortages,
prescription mix-ups, or process flaws.

As for financial institutions, fraud is a major concern for health-
care insurance companies, specifically in the area of billing fraud
[SPSS 2003a]. Being able to identify which providers are likely billing
incorrectly and by how much is an area where data mining can be
readily applied. A fairly common technique is to cluster healthcare
providers to identify those with unusual billing patterns. There may
be a few clusters of providers that warrant investigation since they
are outside the norm of other providers. There may be individual
providers that do not fit any particular cluster and warrant further
investigation. Association can be used to identify uncommon
relationships expressed as rules that appear with low support, that is,
few cases exhibit that behavior. Using regression techniques, an
expected number of claims or monetary value of claims for each
provider can be predicted. By comparing the actual number of claims
or monetary value to the predicted, those providers who signifi-
cantly differ from the predicted value are identified as candidates for
investigation.

Still other areas for healthcare fraud involve doctors prescribing
unneeded medications, perhaps due to receiving kickbacks from
drug companies. Developing predictive models on patients who
legitimately use certain drugs can yield profiles of such patients.
When a drug is prescribed, the profile of the patient can be matched
against known profiles for legitimate users of the drug. Mismatches
are candidates for investigation.

Higher Education

Higher education institutions such as colleges and universities are
faced with a growing number of concerns, including reducing opera-
tions costs and the resultant tuition increases, attracting students
who will flourish in their respective environments and complete a
degree program, and increasing alumni donations.
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Using the classification technique, colleges and universities can
identify the types of students that tend to enroll in and complete
particular course programs. When determining which students to
solicit or admit, one consideration can include their likelihood to
graduate. Understanding which course programs are likely to be
pursued can enable projecting future revenues, more efficient plan-
ning in terms of number of sections offered, and the corresponding
needed staff.

Another concern involves student attrition, with a goal to iden-
tify the profile and likelihood of students who will drop out of a
degree program or transfer. A critical time for many students is
between the second and third year in an undergraduate program. If
students likely to drop out or transfer can be identified at this junc-
ture, appropriate measures can be taken to address the need for
tutoring or scholarships. Data mining can also be used to understand
why certain groups of students drop out or transfer, or what are the
important factors leading to a higher turnover ratio one year com-
pared to another.

A common activity in higher education is soliciting donations
from alumni. Response modeling can be used to identify which
alumni are most likely to donate. Regression can be used to predict
how much each alumnus is likely to donate. Multiplying the
predicted donation amount by the probability to donate yields an
expected donation amount. Ranking alumni by this expected dona-
tion amount enables prioritizing who to contact and how. Using
classification and regression algorithms that provide transparency,
we can identify the characteristics of alumni who donate and alumni
who make relatively large donations.

Public Sector

Within the public sector is a wide range of possible data mining
applications, from crime analysis to lottery systems [SPSS 2005].

In crime analysis, law enforcement is getting much more
sophisticated in data collection and management, leveraging this
data for “tactical crime analysis, risk and threat assessment, behav-
ioral analysis of violent crime, analysis of telephone and Internet
records, and deployment strategies” [McCue 2003]. By extracting
patterns over large datasets, it is possible, for example, to identify
relationships between events (association) or the attributes associated
with increased threat levels (attribute importance).
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In the area of homeland security, data mining is often met with
skepticism. There are concerns over privacy and accuracy. In particu-
lar, Seifert [2004] notes,

One limitation is that although data mining can help reveal patterns and relation-
ships, it does not tell the user the value or significance of these patterns. These types of
determinations must be made by the user. A second limitation is that while data
mining can identify connections between behaviors andlor variables, it does not
necessarily identify a causal relationship. 1o be successfirl, data mining still requires
skilled technical and analytical specialists who can structure the analysis and
interpret the output that is created.

Despite these limitations, data mining is being used for identifying
terrorists and for analyzing large volumes of text documents, includ-
ing the Web and e-mail, for possible breaches in national security.

In lottery systems, data mining is employed to increase revenues
by predicting customer color or game preferences, to acquire and
retain customers, and to determine in which regions certain games
are most successful [SPSS 2005]. Attribute importance can be used to
determine which customer demographics most affect game success.
Classification techniques can predict which customers are likely to
prefer certain types of games.

Communications

The communications industry is one of intense competition. Many of
the cross-industry problems noted above apply: customer retention/
attrition referred to as “churn,” response modeling, fraud detection,
and cross-sell. As noted in Peppers/Rogers [1999],

GTE developed a data mining product called ChurnManager that scans all the data
in a customers file and summarizes it in an easy-to-use graphical interface that is
prominent on the very first customer record screen displayed to the service rep
answering the call. /| Every customers relationship with GTE is summarized ... to pro-
vide [the customer service representatives] with instant notification of potential cus-
tomer dissatisfaction, as well as customer value and vulnerability to leaving the service.

Another specific communications industry problem is in the area
of network performance management.

A leading US operator uses [data mining] to ensure that calls are routed effectively.
This is done by continuous monitoring of performance rules and the analysis of data,
both data on the history of component and trunk usage, and on the current network
activity metrics. This operator has seen ‘false” service and engineering call-outs
decrease and the number of successful calls on their network increase. [Morgan 2003]
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Retail

Many players in the retail industry already leverage data mining
extensively. Customer relationship management (CRM) and the
desire for one-to-one marketing [Peppers/Rogers 1999] make good
use of various cross-industry solutions: customer acquisition and
retention, response modeling, and new product line development,
among others. Loyalty programs such as those providing affinity
cards (frequent buyer cards) allow retailers to understand the buying
habits of customers and predict future behavior and needs.

Retail problems, however, go beyond CRM. Efficiently processing
and managing inventory can make a significant difference in profit
margins. Wu [2002] states,

In retail, every time merchandise is handled it costs the merchant. By incorporating
data mining techniques, retailers can improve their inventory logistics and thereby
reduce their cost in handling inventory. Through data mining, a retailer can identify
the demaographics of its customers such as gender, martial status, number of children,
etc. and the products that they buy. This information can be extremely beneficial in
stocking merchandise in new store locations as well as identifying ‘hot’ selling
products in one demographic market that should also be displayed in stores with sim-
ilar demographic characteristics. For nationwide retailers, this information can have
a tremendous positive impact on their operations by decreasing inventory movement
as well as placing inventory in locations where it is likely to sell.

Life Sciences

Life sciences typically involves research that analyzes the structure,
function, growth, origin, evolution, or distribution of living organisms
and their relations to their natural environments [NCCS 2005]. It is a
fruitful area for applying data mining techniques amidst the deluge
of data confronting the life sciences industry [Lanfear 2006]. Problems
cover a wide range of areas including disease diagnosis [Chan+
2002] [Lerner+ 2001] and treatment, genomics, drug interactions,
drug discovery, and cancer research [May/Heebner 2003].

For assessing disease treatments [Hamm 2004], attribute importance
techniques can rank treatments, treatment factors, and treatment effica-
cies. For example, factors associated with positive diabetes treatments
are ordered based on the drug received, full patient history, number of
hospital admissions, gender, etc. In addition, association techniques can
identify correlations between a particular treatment and patient out-
come. Rules may be of the form, “if number of visits to provider > 5
then outcome = improvement in 36 percent of cases.”



2.3 Summary 47

In cancer research, data mining has been applied to cluster different
types of cancer cells according to hundreds or thousands of attributes
on the cancer cells. This data can consist of visible aspects of the can-
cers, as well as gene-level data. Those cancer cells that appear in the
same cluster as cancer cells with known treatments may be treated
similarly. Accurately diagnosing cancer in patients is essential for
selecting optimal treatment. However, accurate diagnosis is often diffi-
cult since tumor appearance and location are not always sufficient to
properly classify a tumor. Moreover, clinical data can be incomplete or
misleading. Data mining has also been successfully employed to reduce
error by using molecular classification of common adult malignancies.
Using microarray-based tumor gene expression profiles, classification
techniques using data from over sixteen thousand genes have been
analyzed to yield more accurate diagnoses [Ramaswamy+ 2001].

For drug discovery and drug interactions, data mining is being
employed “to predict properties such as absorption rates, metabo-
lites, liver toxicity, and carcinogenicity” [Pinsky 2005].

2.3 Summary

In this chapter, we identified and discussed several cross-industry
solutions where data mining plays a central role. Understanding
such common data mining scenarios is a beginning for identifying
uses of data mining in your individual application domains. We also
highlighted several industries and their particular uses of data
mining. Each of these industries can apply the cross-industry
solutions cited, tailored to its own domain-specific needs.

We have so far discussed various mining techniques at a high
level. In the next chapter, we go to the next level of detail, discussing
data mining functions and algorithms that are provided in JDM.
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Data Mining Process

10 learn is to change. Education is a process that changes the learner.
—George B. Leonard, 1986

Historically, data mining has been viewed as the territory of gurus
and Ph.D.s and not for the techno-phobic or faint of heart. Fortu-
nately, increased understanding of the data mining process and
advances in automating many aspects of the traditional data mining
process are making data mining more accessible to mainstream
application developers. The data mining process involves learning
and, as the chapter-opening quotation notes, learning leads to
change —in the case of data mining, change in our understanding of
the business problem, change in our understanding of the data and
what it represents. To reap this understanding requires giving suffi-
cient thought to the problem to be solved as well as how to integrate
the data mining process and its results into the business process. The
ability to understand whether the data mining results meet the busi-
ness objectives and can be integrated with the business process are
key aspects of a successful corporate business intelligence strategy.

In this chapter, we characterize a rather complete and sophisticated
data mining process through the CRISP-DM standard, a popular data
mining process model, going from problem definition to solution
deployment [CRISP-DM 2006]. The standard largely approaches the
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data mining process from the perspective of what a consultant should
do for a customer engagement, complete with knowledge- and
solution-transfer to the customer. For smaller-scale data mining
projects, portions of the process may be omitted; however, the general
flow still applies. Having a well-defined and thorough process is a
critical part of a successful data mining strategy.

Also in this chapter, we highlight specific advances that simplify
the traditional data mining process, thereby making data mining
more accessible to application developers. We then highlight those
parts of the data mining process that are supported by Java Data Min-
ing (JDM). Two of the phases, data analysis and data preparation, are
covered in more detail in Section 3.2, followed by a more in-depth
review of the modeling phase. Section 3.5 discusses how the data
mining process fits into enterprise software architectures. Section 3.6
discusses advances in automated data mining that facilitate the over-
all data mining process, and concludes with a discussion of how some
vendors present and integrate data mining into business applications.

3.1 A Standardized Data Mining Process

The Cross Industry Standard Process for Data Mining, or CRISP-DM,
was a project to develop an industry- and tool-neutral data mining
process model [CRISP-DM 2006]. The CRISP-DM concept was con-
ceived by DaimlerChrysler (then Daimler-Benz), SPSS (then ISL),
and NCR, in 1996 and evolved over several years, building on
industry experience, both company-internal and through consulting
engagements, and specific user requirements. Although most data
mining projects traditionally had been one-off design and imple-
mentation efforts by highly specialized individuals, they suffered
from budget and deadline overruns. CRISP-DM had as goals to
bring data mining projects to fruition faster and more cheaply. Since
data mining projects that followed ad hoc processes tended to be
less reliable and manageable, by standardizing the data mining
phases and integrating and validating best practices from experts in
diverse industry sectors, data mining projects could become both
reliable and manageable.

We should note that data mining project success depends heavily
on the data available and the quality of that data. As a whole, placing
greater emphasis on current and future data analysis requirements
during system and application design can greatly reduce future data
mining effort. Poor data design and organization poses one of the
greatest challenges to data mining projects.
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Figure 3-1 CRISP-DM process: the six phases.

As illustrated in Figure 3-1, CRISP-DM presents the process of a
data mining project through a life cycle with six distinct phases. It high-
lights the tasks associated with each phase as well as the relationships
between the phases and tasks. As with most standards, CRISP-DM
does not claim to cover every relationship between phases and tasks,
since this depends on project goals, the user’s experience and needs,
and the peculiarities of the data. It is highly likely that movement
between any of the defined phases may be required. The arrows in the
figure indicate common or the most important phase relationships.

The data mining process itself typically forms a continuum as
indicated by the outer circle of Figure 3-1. Once a solution has been
deployed, new insights into the problem typically emerge, yielding
more questions that can be answered by data mining or refinements
of the existing solution to improve result quality. With each iteration
of the data mining process, improved skills and experience help
improve subsequent efforts.

Business Understanding Phase

In the first phase, CRISP-DM begins with the problem to be solved,
called business understanding, which includes defining business
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objectives and requirements followed by the definition of a data
mining problem, project planning, and an assessment of effort.
CRISP-DM distinguishes between business goals and data mining
goals. Business goals are stated in business terms, for example,
“reduce the cost of fraud in insurance claims.” Data mining goals are
stated in technical terms, for example, “determine which factors
(attributes) occur together on a claim form, combined with submitter
demographics, to identify fraudulent claims; then predict which
claims are fraudulent and order by predicted fraud monetary value.”

This first phase is the most important, and often the most
challenging. Without a clear understanding of what problem needs
to be solved and how results will be used, expectations may be
fuzzy and unrealistic. Business and technical people typically work
together to define the problem and how it can best be approached.
Some problems, such as campaign response modeling, can be easy
to define. Others, as noted for the “churn” problem discussed in
Chapter 2, require a deeper assessment of what is predicted —has
the customer churned? —and is not always immediately clear. For
example, does churn only occur when a customer has terminated
all service, some service, or merely reduced minutes of use? In
these cases, domain and business expertise is necessary to provide
such answers.

Another aspect of the business understanding phase includes
identifying available resources: human, hardware, software, and
data. Knowing which domain and technical experts can be drawn
upon to work on the problem is an initial step. However, available
computing resources, appropriate software, and access to needed
data sources can make or break a data mining project and need to be
assessed early on.

Since most data mining projects expect a significant return on
investment (ROI), having such expectations defined up front is key.
Ensuring that costs are properly balanced with expected benefits
avoids false starts or inflated expectations. In large-scale projects, it is
not uncommon for data mining projects to result in cost savings or
increased profits of tens of millions of dollars with a small percentage
of that devoted to the data mining project itself. IDC, an analyst orga-
nization in the information technology and telecommunications
industries, notes that both predictive and nonpredictive analytics
projects yield high median ROI—with predictive analytics topping
out at 145 percent [IDC 2003]. IDC also notes that predictive analytics
projects dramatically improve business processes with an emphasis
on the quality of operational decisions.
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JDM addresses aspects of this first phase by providing a framework
for thinking about data mining problems in terms of mining functions:
the inputs they require and the outputs they produce. The business
problem itself requires domain-specific knowledge and creativity to
decide what should be done. JDM, being an application programming
interface (API), enables the specification of how the solution will be
implemented, and through the use of settings and data objects JDM can
assist in the capture of some outputs from the business understanding
phase.

Data Understanding Phase

Once we understand the problem and expected results, we need to
determine what data is available, its quality, and appropriateness for
solving the stated business problem. This is covered in the data
understanding phase. Often, once the data is better understood, the
problem may need to be refined, or even redefined. Important data
may be missing or corrupt; such data is referred to as dirty. This may
result in new requirements to clean the data or to obtain new data,
or different types of data, with careful attention paid to accuracy or
completeness.

With data understanding, we strive to gain insights into the data
through basic and possibly advanced statistical methods. For exam-
ple, we need to understand the range of values in each attribute as
well as frequency counts of values, often referred to as the data distri-
bution. Continuous attributes, like age and income, may be bucketized
(or binned) to provide a better sense of the overall distribution. Fre-
quency counts provide insight into the existence of extreme values,
called outliers, that can adversely affect data mining results. We also
need to assess how the data should be interpreted; for example,
should a number attribute be treated as a continuous value, like age or
income, or a discrete value, perhaps movie rating or multiple choice
survey question response? Some data mining tools will automatically
address issues such as outliers and missing values, as well as provide
heuristics for guessing how the data should be interpreted.

In many situations, data may be coming from multiple sources
that need to be integrated before further analysis is possible. It is at
this point that data inconsistencies may be most pronounced because
the joining of data tables may be hindered if keys are not properly
maintained. For example, joining two tables based on customer name
may prove impossible if names such as “John Smith” are common, or
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if customers are identified with name and address and addresses are
not entered correctly or consistently across data sources. Having
common unique identifiers greatly simplifies this effort.

JDM supports data understanding through its statistics interface.
Users can compute statistics such as mean, median, standard devia-
tion, etc., as well as frequency counts on all attributes in a dataset.
Since these statistics are collected on individual attributes, they are
referred to as univariate statistics. These statistics can be inspected
directly as numerical values provided through the API, or through a
vendor tool-provided graphical interface. JDM 2.0 [JSR-247], as dis-
cussed in Chapter 18, further extends the statistics interface to
include multivariate statistics (i.e., those involving two or more
attributes). JDM specifies data to be presented as a single table; how-
ever, vendors are free to extend this capability to support multiple
tables, online analytical processing (OLAP) cubes, or nested tables.

Data Preparation Phase

Once the problem is defined and we believe there is reasonable data
to support solving that problem, we enter the data preparation phase.
In this phase, one goal is to produce one or more datasets suitable for
mining from the raw data identified in the data understanding phase.
Through an iterative approach, many such datasets may need to be
produced with various refinements to achieve the desired model
quality. Data transformations within data preparation can be as
simple as ensuring that similar values are coded the same way (e.g.,
"married,” “Married,” and “M” are all converted to “married” so
they are considered the same value). This type of data cleaning is
essential to avoid poor results such as inaccurate predictions or
meaningless clusters. As noted in Chapter 1, the adage “garbage in,
garbage out” is no more fitting than in data mining.

At the other end of the spectrum, data preparation may involve
computing missing values or deriving new attributes from others, for
example, defining a new target attribute called ATTRITER defined as
“yes” if 50 percent or more of a customer’s accounts have been closed
within the past month, and “no” otherwise. The amount of data pre-
paration can vary from virtually none, where data mining tools per-
form automated data preparation, to extremely elaborate preparation
involving complex or creative transformations. The effort required by
the data preparation phase can often dwarf the effort required by the
other phases depending on how dirty or primitive the data is. We
expand our discussion of data preparation in Section 3.2.
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JDM distinguishes between data that is prepared and data that is
unprepared. Data miners may specify that their data is already pre-
pared, perhaps through various extraction, transformation, and load
(ETL) tools, and that the data mining tool should not transform it fur-
ther. For example, if a user already normalized a data attribute — per-
haps the range of attribute age between 10 and 90 has been mapped
to values between 0 and 1 — the data mining tool typically should not
normalize it again. Alternatively, users may specify that some data
attributes are unprepared, meaning that the tool should perform
transformations it deems appropriate. JDM 2.0 further extends sup-
port for data preparation by including a framework and an explicit
interface for performing common data mining transformations.

Modeling Phase

Once a dataset is sufficiently prepared, the modeling phase begins.
Practitioners often consider this phase the “fun part.” Here, the user
gets to specify settings for mining functions, and if more control is
desired, the user can further select algorithms and their specific set-
tings for building models. These settings can be automatically tuned
by the data mining tool, or tuned explicitly by the user. Since there
are many possible algorithms or techniques for a given problem,
users may try several to determine which produces the best result.
Some mining algorithms may have specific data preparation require-
ments. As such, users may switch back and forth between the model-
ing and data preparation phase.

Also included in the modeling phase is model assessment.
Normally, a data mining tool will produce sorme model for almost any
data thrown at it, whether or not there are any meaningful knowl-
edge or patterns in the data. To safeguard against this, users can fest
supervised models, that is, those supporting classification and
regression. On unsupervised models, like association and clustering,
users can inspect the models to determine if the results are meaning-
ful. For example, are the clusters defined in a clustering model help-
ful in understanding customer segments, or are these segments
different enough to develop a marketing strategy around them? We
explore the details of the modeling phase further in Section 3.3.

JDM provides extensive support for the modeling phase. For
those users new to data mining, they can specify problems at the
mining function level. In this case, the data mining tool is responsible
for selecting an appropriate algorithm and corresponding algorithm
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settings. JDM also provides algorithm level settings, where a user can
select a specific algorithm and adjust settings manually. JDM also
provides detailed attribute-level specifications, called logical data, for
defining how the input physical data should be interpreted. For exam-
ple, in Section 3.1.2, we gave an example involving whether to inter-
pret a number attribute as continuous (age) or discrete (rating). This
can be specified as input to model building using the logical data
specification.

For model assessment, JDM provides capabilities to test supervised
models using a variety of techniques, as well as to inspect model
details such as cluster definitions, or the rules associated with a deci-
sion tree. Specifically, JDM provides interfaces for assessing classifica-
tion models via the confusion matrix, lift, and receiver operator
characteristics (ROC); regression models via error metrics; clustering
models by viewing cluster rules and centroids; association models by
filtering and inspecting rules; and attribute importance models by
viewing the ranking of attributes. Models produced using specific
algorithms may also have corresponding model details to provide
greater insight into the results produced. These concepts are discussed
in detail in Chapters 7, 8, and 9.

Evaluation Phase

Whereas building and testing models is the fun part, the next phase,
evaluation, cannot be overlooked. Before unleashing a model in a
business application or process, we need to assess how well it meets
the business objectives set out in the business understanding phase.
Although we may have high quality models from the modeling
phase, they may still not satisfy the business objectives. For example,
an exploratory model may produce superior results using attributes
fully populated with values in the data sample, but that are not pop-
ulated for most customers in practice. During the evaluation phase,
we review the steps leading up to the model and its quality assess-
ment to determine if some aspect of the business problem has not
been addressed, or not addressed adequately. The objective for this
phase is to decide whether or not the model can be deployed in the
business application or process.

As noted for the modeling phase, JDM provides much of the raw
information needed to support the evaluation phase, in terms of test
metrics and model details. The evaluation phase relies on domain
knowledge and critical thinking to assess whether the data mining
models will address the business need.
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Deployment Phase

The deployment phase in CRISP-DM focuses on packaging the
results of the data mining project—both the knowledge extracted
from the data as well as the process and experience mining the data
for the specific business problem — for the business users, IT depart-
ment, or business application consumer. The deployment phase may
culminate in a report, or some degree of an implementation, perhaps
as complete as an implemented and repeatable data mining solution
integrated with a business process. CRISP-DM stresses the need to
define a monitoring and maintenance strategy as part of this phase.
This involves, for example, defining when and how models will be
refreshed, that is, rebuilt, and under what conditions. Rebuilding may
be conditional on a model meeting accuracy requirements as deter-
mined by further model testing. For unsupervised models, rebuild-
ing may be done on a periodic basis with manual review of the
model details. In either case, models may need to be rebuilt when
data statistics such as range of values or distribution changes signifi-
cantly as illustrated in Figure 3-2. In Figure 3-2(a) we see the attribute
income with a fairly normal distribution. However, in Figure 3-2(b)
the distribution changes to what is called multimodal data and may
affect an existing model’s quality.

Although some data mining results are useful for the knowledge
or insight they provide, businesses reap some of the most important
benefits of data mining technology when the results are deployed
in a business application or process, especially in a repeatable man-
ner. This may involve the ability to rebuild and assess models auto-
matically, or to move models from the system where they are built
to another system where data scoring occurs. For example, the

Frequency

v
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Figure 3-2 Attribute frequency distribution changes.
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deployment of a data mining solution in a call center application
may involve rebuilding models with the latest customer data on a
weekly basis at the central data center, and exporting these models
to geographically local call centers. The customer service represen-
tative (CSR) application accepts new data obtained by the CSR’s
interaction with a customer. The application uses the data mining
model to generate predictions indicating anything from products
the customer is likely to buy, to whether the customer is likely to ter-
minate service or leave for a competitor, to what is the customer’s
frustration index.

By virtue of being an API, a JDM program captures the sequence
of data mining operations performed, which can be useful for devel-
oping a report, or more importantly, for deploying a functioning sys-
tem. However, JDM also defines an array of data mining objects, such
as models, settings, and tasks. JDM also defines result objects, which
when combined with the other mining objects can be used to recount
the data mining process the user went through to develop the solu-
tion. JDM further supports the deployment phase through interfaces
for exporting and importing models and other mining objects, apply-
ing models to data (i.e., scoring), and, of course, building models.

3.2 A More Detailed View of Data Analysis and Preparation

We have just explored the data mining process according to CRISP-
DM, end to end. When planning a data mining project, consider that
particular phases require a disproportionate percentage of the over-
all time and effort. For example, among the data analysis, data
preparation, and modeling phases, it is often said that 80 percent of
the time is spent in data analysis and preparation, and only 20 per-
cent on modeling. Given this, no discussion of data mining is com-
plete without a discussion of data preparation. However, to do
justice to the topic of data analysis and preparation requires more
space than we will devote to it here. Indeed, entire books are written
on the subject, as data preparation is viewed as an art as much as a
science [Pyle 1999].

Section 3.1 discusses how JDM supports both data analysis and
data preparation. However, JDM 1.1 does not support any specific
data mining transformations. The expert group decided to limit the
scope of the first release of JDM, making it more manageable and, as
a result, the general data transformation problem was deferred to a sub-
sequent Java Specification Request (JSR) or JDM release. As such,
transformations are now being addressed in JDM 2.0.
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As noted before, JDM does allow the specification on a per
attribute basis whether an attribute has been prepared by the user or
not. If the user does not want the data mining engine (DME) to fur-
ther manipulate an attribute’s data values, perhaps by binning or nor-
malization, the attribute is flagged as prepared. If the DME cannot
work with the data as presented — perhaps a neural network requir-
ing normalized data was presented with data in an invalid range —
the DME may choose to throw an exception or produce a poor model.

Some DMEs may be able to accept data in a more “raw” form and
perform automated transformations within the DME. In this case, the
user may flag the data as unprepared and expect the DME to prepro-
cess the data. One benefit of allowing the DME to prepare the data is
that such DME-performed transformations are typically embedded
in the model. Consequently, when data is scored or model details
examined, values are presented in terms of the original data value.
Contrast this with an example of user-provided transformations: if a
user binned the attribute age into 5 bins labeled bin-1 through bin-5,
the model may contain rules that refer to those bins, not the original
values. This makes directly interpreting model detail difficult. More-
over, when scoring data, the user must explicitly bin age before pro-
viding those values to the model. Note that identifying data as
unprepared does not mean that the user did not, or could not, pre-
pare the data in some way, perhaps by removing or replacing miss-
ing values, or by computing new attributes.

What to Look for in Data

One of the reasons for performing data analysis is to understand the
degree to which data contains useful values, or is rife with errors and
inconsistencies.

Constants and Identifiers

A simple type of analysis involves locating attributes that are
constants or identifiers. If an attribute contains all null values or the
same value, such an attribute, called a constant, contains no informa-
tion for the data mining model. For example, it may be interesting to
know all customers are from the United States, but a data mining
algorithm will not find such an attribute useful. On the other hand,
an attribute that contains all distinct values, forming a key, is called
an identifier. It can be useful to identify a case, but should not be used
as a predictor in the mining process. For example, the attribute social
security number can be used to predict which customers will attrite
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perfectly for a given build dataset. However, such a model will not
generalize to different social security numbers and therefore is not
useful. Some attributes are near constants or near identifiers, meaning
that a high percentage of the values are the same or unique, respec-
tively. What constitutes high is often determined by the user or DME,
but generally can be around 95 percent depending on the dataset.
Both constants and identifiers should be excluded as predictors from
a dataset prior to mining.

Missing Values

Missing values are common in real data. For any given record, or
case, data may not have been provided, for example, a customer not
specifying his income on a warranty card. Also, data may have been
lost, for example, a temperature recording device that failed for a
period of time would collect no data. If a case has too many missing
values, it may not be worth including. Similarly, if an attribute has
too many missing values, it too may be worth excluding from the
build data.

Similar to constants and identifiers, what constitutes too many
missing values in a case or attribute is subject to experience or trial
and error. In some cases, missing values can be replaced with a con-
stant such as the average value for the attribute, or even a value pre-
dicted from another model likely built using other predictors in the
same dataset. Using a model to predict and populate missing values
is called value imputation and may, of course, produce incorrect val-
ues for a given case and thus bias the dataset. However, it may still
produce better results than leaving the values as missing. Experi-
ence, trial and error, and resulting model quality can guide the deci-
sion on how to treat missing values. If a target attribute in a
supervised mining function has missing values in the build dataset,
the corresponding cases should be removed since the model does
not know the correct answer for these cases. Some data mining
algorithms handle missing values automatically, requiring no user
preprocessing.

Errors and Outliers

Like missing values, data that contain errors are common in practice.
Errors can result from data entry mistakes, such as mistyping the
name of a town (“Bostin” instead of “Boston”), transposing digits in
a customer’s social security number, or specifying an invalid date
(“13/32/06”). Errors can also be deliberate where customers misstate
income, age, interests, or even gender. Data mining techniques can
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tolerate some degree of error in the data, referred to as noise;
however, too much noise and not enough valid signal can result in
poor quality models.

Various errors can be detected and corrected through data clean-
ing techniques [Rahm/Do 2000] [Pyle 1999]. For example, reviewing
the unique values in a column may expose spelling mistakes or
invalid values. Comparing names and addresses across tables for
small differences, where most of the information is the same, can
highlight matching cases. Once many of the errors have been
addressed, duplicate cases can more easily be identified and ulti-
mately removed.

Another common plague on data involves outliers. The term out-
lier can be applied to values within an attribute or to entire cases in
the data. The effects of outliers differ depending on the data mining
technique or data preparation technique. For example, consider an
attribute income with a distribution centered around $100,000, but
also with some very high income values in the millions of dollars. If
we need to bin this data into discrete bins, we may choose to take
the maximum and minimum values, and divide the range into equal
subranges. If the minimum income was zero, and the maximum was
$10,000,000, we can divide this into five bins: 0-2M, 2M-4M, and so
on. However, with the bulk of the entries centered around $100,000,
we could find that the first bin (0-2M) contains 99 percent of the
data. Such an outcome is not very useful when mining data since
this would result in an attribute that contains values that are
99 percent the same, in effect a constant! The original distribution is
illustrated in Figure 3-3, and the binned distribution is illustrated in
Figure 3-4(a).

Frequency

IM 2M M 4M M 6M ™ 8M M 10M
Income ($)

Figure 3-3 Binning the attribute income with outliers.
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Figure 3-4 Binning the attribute income with outliers treated.

An alternative is to transform, or assign a treatment to, values that
are too far away from the average, or mean, value. Standard deviation is
a typical statistic. Data values that are, say, more than 3 standard devia-
tions from the mean can be replaced by NULLs, or edge values (i.e., the
value at 3 standard deviations from the mean). This allows binning
to produce more informative bins. As illustrated in Figure 3-4(b), if we
replace the outliers with edge values, we see the distribution of data in
the bins can be more telling.

Derived Attributes

Sometimes, the data analyst or domain expert may be aware of
special relationships among predictor attributes that can be explic-
itly represented in the data. Whereas some algorithms may be able
to determine such relationships implicitly during model building,
providing them explicitly can improve model quality. Consider
three attributes: length, width and height. If we are trying to mine
data involving boxes, it may be appropriate to include the volume
(length X width X height) and surface area (2 X [(length X width) +
(width X height) + (height X length)]) as explicit attributes. We may
decide to leave the original attributes in the dataset to determine if
they provide any value on their own.

Further, we may apply a specific mathematical function such as
log to an attribute that has a very large range of possible values,
perhaps that grow exponentially. Other attributes may be derived
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from simple calculations, for example, given a person’s birth date,
we can compute their current age; or we can compute total minutes
of usage per year by summing the minutes of usage per month.

Derived attributes may also be used to construct a target attribute.
For example, we may compute a “churn” attribute which is set to 1 if
the percentage in minutes of usage drops by 75 percent, indicating
churn, and 0 otherwise.

Generating derived attributes often depends on the data miner’s
domain understanding, creativity, or experience.

Attribute Reduction

Another common data preparation step involves reducing the number
of attributes used in mining. Some data mining tools can scale to
include large volumes of data for mining —millions of cases and thou-
sands of attributes. While it is possible to mine such data volumes, it
may not always be necessary or beneficial. If nothing else, more data,
either in cases or attributes, requires more time to build a model, and
often requires more time to apply that model to new data. Moreover,
some attributes are more predictive than others. Models built using
nonpredictive or noisy attributes can actually have a negative impact
on model quality. Consider a dataset with 1,000 attributes, but only
100 of the attributes are truly useful/necessary to build a model. In a
best case scenario, building the model on the 1,000 attributes wastes
90 percent of the execution time, since only 100 attributes contribute
positively to model quality. Identifying those 100 attributes is key.

Previously, we discussed manually removing attributes that are
constants or identifiers, or contain too many missing values. How-
ever, the data mining function attribute importance can be used to
determine which attributes most contribute to model quality. In
supervised techniques such as classification and regression, attri-
bute importance identifies those attributes that best contribute to
predict the target. In unsupervised techniques such as clustering, it
can identify which attributes are most useful for distinguishing
cases among clusters. Since attribute importance ranks the attributes
from most important to least, a decision needs to be made as to what
percentage of the top attributes to include. In some cases, attributes
may be identified as negatively impacting model quality; these can
easily be removed. Others may contribute nothing; these too can
easily be removed. If there are still a large number of attributes, it
may still be appropriate to build models on different subsets of the
top attributes to decide which subset produces the best or most
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suitable model. Data miners may trade off greater speed of scoring
for a small reduction in model accuracy.

Some algorithms, such as decision tree, identify important
attributes by the very nature of their processing. Providing a large
number of attributes to such algorithms can work as well as, or better
than, attribute importance for supervised learning. In subsequent
model builds, perhaps when refreshing the model or building a pro-
duction model, it may be reasonable to include only those attributes
actually used in the initial model.

Transforming Data

Much of what we have discussed in this section involves transforming
data. There are some fairly standard data mining transformations we
should introduce in more detail: binning, normalization, explosion, sam-
pling, and recoding. Binning involves reducing the cardinality — the num-
ber of distinct values—of an attribute. Some algorithms, like naive
bayes, work best when provided a relatively small number of distinct
values per attribute. Consider the attribute age, with a continuous value
range from 0 to 100. A person’s age can be any number in this range. If
real numbers are allowed, there are an infinite number of possible val-
ues, which make understanding the distribution of ages difficult. Bin-
ning of numbers involves defining intervals or ranges of numbers that
correspond to a bin, or single value. In the example involving age, we
could define four bins: 0—25, 25—50, 50—75, 75—100, where the lower
endpoint is excluded (e.g., 25—50 means 25 < x < = 50). Producing a
bar chart of binned age frequencies gives us a more meaningful view of
the distribution. Alternatively, binning can also be applied to discrete
values to reduce cardinality. For example, consider the 50 states of the
United States, we may want to bin this into five bins: northeast, south-
east, central, southwest, northwest. Here, we can explicitly map CT, MA,
ME, NH, NJ, NY, PA, RI, and VT to Northeast.

The normalization transformation applies only to numerical data
where we need to compress or normalize the scale of an attribute’s
values. Normalization allows us to avoid having one attribute
overly impact an algorithm’s processing simply because it contains
large numbers. For example, a neural network requires its input
data to be normalized to insure that an attribute income, with a range
from 0-1,000,000, doesn’t overshadow the attribute age, with a range
of 0 to 100. Normalization proportionally “squeezes” the values into
a uniform range, typically O to 1 or —1 to 1.

The explosion transformation applies only to discrete data such as
strings or numbers representing individual categories. The goal is to
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transform such attributes into numerical attributes. This is necessary
for those algorithms, like k-means, that work only with numerical
data. As such, explosion is used on categorical data. Some category
sets do not have any order among them (e.g., attribute marital status
with values married, single, divorced, widowed). These can be exploded
using what is called the indicator technique. For marital status, four
new attributes, created with names of the categories, replace the orig-
inal attribute. For each case, the new attribute corresponding to the
value in marital status is set to 1; all others are set to 0. If a case has the
value married, then the attribute named “married” is given a 1, and
the other three new attributes are given a zero.

If an attribute contains values that are ordered, such as customer
satisfaction with values high, medium, and low, that attribute can be
exploded using a technique called thermometer. For customer
satisfaction, three new attributes are created with names of the cate-
gories: high, medium, and low. These replace the original attribute.
For each case in the dataset, the new attribute corresponding to the
value in customer satisfaction is set to 1, as well as those new
attributes ordered less than it. Remaining new attributes are set to 0.
For example, if a case has the value medium, then the attributes
named “medium” and “low” are set to 1 and the “high” attribute is
set to zero. These are illustrated in Figure 3-5.

Married Single Widowed Divorced

—_
(e
[=>h Il e

oSl o | ©
S
—_—

High Medium Low

Figure 3-5 Exploding attribute: indicator and thermometer approach.
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Sampling

Companies are amassing huge volumes of data on everything from
manufacturing processes and product defects to maintaining a 360-
degree view of operations and customers. However, some algorithms
are better at dealing with large volumes of data than others. Simi-
larly, some implementations scale better than others. In general, the
more data that needs to be processed, the more time it will take to
build a model; it also will likely require more computer memory and
disk space. One way to reduce the amount of time and resources
needed to build a model is to take a sample of the data. This is espe-
cially useful in the early phases of model building where a user
should get a feel for how a particular algorithm responds to the pro-
vided data. Building a model on 1 million customers may take min-
utes or hours depending on the technique. It would be better to get a
quick assessment of whether the mining technique yields any results
using a small sample than waiting for dubious results. Once the user
is convinced the technique and the data are appropriate, building a
model on more or all of the data can be pursued with greater expec-
tations for success. In other cases, a sample of the data may be all that
is required to produce a good model. For example, if you have a pop-
ulation of 10,000,000 customers, it may not be necessary to build a
clustering model on all 10,000,000 in order to segment your customer
base. A sample of even 50,000 may produce statistically sound
results.

When randomly sampling records, there is no guarantee that a
given attribute will contain all the possible values contained in that
attribute. This is particularly important when building classification
models. For the model to be able to predict a given target value, it
needs to have learned from data that contains examples of those val-
ues. In addition, a dataset skewed with too many of one category
may not allow a given algorithm to learn the desired pattern (i.e., the
negative signal drowns out the positive).

Recall the sampling technique called stratified sampling, intro-
duced in Section 2.1.4, which allows you to specify how many of
each target value to provide in the resulting data sample. Consider a
dataset with target attribute customer satisfaction. The goal is to pre-
dict a given customer’s satisfaction level based on other customer
demographics and other customer experience metrics. If the values
are high, medium, and low, we should ensure we have a reasonable
number of each category. In Figure 3-6(a), we see a histogram of the
original data: high (4,654 cases), medium (130,954 cases), and low
(50,348 cases). We can then sample the data to ensure that we have a
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Figure 3-6 Customer satisfaction data: histogram of target attribute.

relatively equal number of each category. Since we have few cases in
the high category, we will want to use all of those, and we may decide
to take 8,000 of the medium cases, and 6,000 of the low cases, as illus-
trated in Figure 3-6(b). The “correct” number of cases to specify is
more of an art than a science. Trying several variations can help iden-
tify an appropriate mix.

Recoding

In several of the transformations above, we discussed replacing one
value with another. In its most general form, this is called recoding.
The binning transformation on categorical data mentioned above
(the 50 United States into regions) is also a form of recoding that
enables manual roll-up of data. Typically, recoding is performed on
categorical data (e.g., replacing the attribute values H, high, hi, and
%7 with HIGH). This can be useful for cleaning data, as in the pre-
vious example, or to help in the interpretability of a model. For
example, when looking at the rules produced from market basket
analysis, it is much easier to understand a rule like “BEER implies
PIZZA” than one like “Prod-3425 implies Prod-5593.” Recoding can
also be useful for numerical data when non-numerical data is mixed
in with numerical data. For example, it is not uncommon to see “999”
or “ “ used for a missing age value. These may be more appropriately
be replaced with null.

Integrating data

An important step in data preparation often involves integrating two
or more datasets into one. If the data contain well-defined keys and
use the same data conventions, integrating the data can be as simple
as performing a database join on the two tables, producing a new
table or view. However, real data is seldom so clean and requires var-
ious data cleaning techniques as noted in the previous section about
errors and outliers.
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3.31

In Section 3.1.4, we discussed the CRISP-DM modeling phase at a
relatively high level. In this section, we explore the modeling process
in more detail, as well as process details for assessing supervised
model quality and applying models to new data. In JDM, we charac-
terize these activities as data mining tasks.

Model Building

In model building, we start with a dataset—a collection of cases—
where each case typically corresponds to a record and has a set of
attribute values. A case can be data we have collected on a customer,
house, disease, or anything that we wish to understand better
through data mining. The amount of data required for mining varies
depending on the algorithm and the nature of the problem. For
example, in a clinical trial to assess health improvement, there may
be only 200 cases, one for each participating patient. On the other
hand, a company may have a database of 10 million customers and
want to segment these customers using a clustering algorithm. Simi-
larly, some problems may have very few attributes, such as observ-
able traits of mushrooms, while others may have thousands of
attributes, such as the output of a microarray chip exploring the
human genome.

To extract knowledge or patterns from data, we begin with a
dataset, called the build data, as illustrated in Figure 3-7. Depending
on requirements of the data mining engine (DME) or the problem to be
solved, the data may be sampled and transformed, producing a
transformed dataset ready for model building.

The process of model building requires not only the data, but also
a group of settings that tell the DME what type of model to build, for
example, a classification model with a particular target attribute. The
settings may include what algorithm to use, among other settings.
The output of this process is a model —a compact representation of
the knowledge or patterns contained in the data. Depending on the
mining function and algorithm, the model can then be used to make
predictions, or inspected to understand the knowledge or patterns
found in the data.
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Figure 3-7 Data mining model build process.

3.3.2

Model Apply

In model apply, the objective is to use the model to make predictions
or classify data. This is often referred to as scoring. The data used is
called the apply data. When using a data mining model for apply,
the apply data should have characteristics similar to the build data
(e.g., the same or a subset of the attributes used for model build-
ing). We include “subset” here because some algorithms, like deci-
sion trees, produce models that use only the most relevant
attributes. Hence, during apply, only those attributes need be
included.

The apply data must be transformed in the same way as the build
data was transformed, using the same statistics gathered for the
transformations from the build data. Consider an attribute age with
values ranging from 10 to 90. If this attribute were binned into 8 bins,
each with a range of 10 years, this same transformation must be
applied to data used for applying the model. If we did not bin the
data, or binned it into, say, 12 bins, the model would likely produce
incorrect results, if not explicitly raise exceptions. Note that it would
not matter if the apply data contained different age ranges, say from
5 to 75; the original bin boundaries must be used.
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Figure 3-8 Data mining model apply process.

3.3.3

As illustrated in Figure 3-8, we begin with a new dataset that we
wish to apply the model to—the apply data. The apply data must be
transformed using the same transformations as for the build data.
This transformed dataset is then used with the model and apply set-
tings to produce the apply result. The apply settings describe the con-
tents that the user wants in the apply results (e.g., the top
prediction(s) for a case, the probability that the prediction is correct,
additional attributes carried over from the apply data, and so on).
These are explained further in Chapters 8 and 9.

The apply result is typically a table where each input case from
the apply data has a corresponding output case. A unique identifier
of the case is normally provided in the apply result so that results can
be matched to the apply data. For example, you likely want to know
which customer is predicted to respond favorably to a campaign.

Model Test

Model test applies only to supervised models—classification and
regression. The reason for this is that in order to test a model, you
need to know the correct outcome to determine how accurate the
model is. In unsupervised models, we do not have a target (known
outcome) and so there is no known value to compare. In general, we
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do not know whether an unsupervised model is correct or not, only if
it is useful through manual inspection.

The notion of testing a supervised model is simple. Take a set of
cases with known outcomes and apply the model to those cases to
generate predictions. Compare the known, or actual, outcomes with
the predicted outcomes. Simplistically, the more predictions the model
gets correct, the more accurate the model. However, there are a variety
of test metrics that can be used to understand the goodness of a model.
Metrics such as confusion matrix, lift, and ROC for classification, and
various error metrics for regression are explored in Chapter 7.

To test a model, we use what is called a held-aside or test dataset.
When building a model, the original data with known outcomes can
be split randomly into two sets, one that is used for model building,
and another that is used for testing the model. A typical split ratio is
70 percent for build and 30 percent for test, but this often depends on
the amount of data available. If too few cases are available for build-
ing, reserving any records for test may